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The task of atom rearrangement has emerged in the last decade as a fundamental building block in the
development of neutral atom-based quantum processors. As such processors grow to thousands of atoms, it
becomes increasingly important to design algorithms robust to experimental sources of error. While recent
progress has been made towards developing algorithms with favorable time scaling, such work has been
limited to noiseless settings. Moreover, there is a lack of open-source code for reproducing and benchmark-
ing existing algorithms. To address these deficiencies, we develop an open-source simulation framework,
atommovr, and leverage it to study three distinct settings: 1) time-optimal, noiseless rearrangement, 2)
noisy rearrangement under realistic error models, and 3) noiseless dual-species rearrangement. We extract
lower bounds for time-optimal rearrangement, study advantageous strategies across different error regimes,
and develop a novel dual-species algorithm, InsideOut, capable of avoiding ‘blocked’ configurations with
a near-unity success rate. We hope that atommovr can serve as a common tool for the community to
study rearrangement, lower the barrier to entry for new experimental groups, and stimulate progress in
developing algorithms tailored to minimize atom loss in experiment.

� Install atommovr here

1 Background
In recent years, the field of quantum computing has
welcomed a new platform: quantum processors com-
prised of individual atoms trapped in optical tweez-
ers [1, 2, 3, 4, 5, 6]. Atomic quantum processors are ver-
satile and flexible platforms whose utility ranges from
exploring fundamental physics to implementing early
paradigms of quantum computing [7, 8, 9].
A key subprocess of neutral atom processors is

the physical rearrangement of optical tweezers to
move atoms into particular geometric configurations
(Fig. 1b). The flexibility of target geometry is a key ad-
vantage of atomic quantum processors over solid-state
quantum processors, such as superconducting qubits.
This ability, coupled with the ability to rearrange atoms
in the middle of an experimental cycle, opens many pos-
sibilities, such as realizing many-body observables in

*These authors contributed equally to this work.

quantum simulation and shuttling atoms between zones
in various error correction schemes [6, 10, 11, 12]. In
addition, rearrangement can be leveraged to realize ef-
fective cooling by removing entropy [13, 14, 15].
As atomic quantum processors continue to mature

and grow in size, so too does the need for efficient
and scalable rearrangement algorithms: the probabil-
ity of successfully generating a defect-free atom array
decreases exponentially with atom number. While the
vacuum-limited lifetime of a single atom is typically on
the order of 10 − 100 s [16], the corresponding proba-
bility of maintaining a defect-free array of 1000 atoms
falls to 50% after only 7 − 70 ms. Given that the time
to move an atom by a single site already takes around
0.5 ms (including times for trap transfers), this imposes
a severe practical constraint. While recent experiments
have realized lifetimes in excess of 1000 s with optimized
vacuum design [17, 18], the scaling is not favorable: a
linear increase in vacuum-limited lifetime leads to a sub-
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Fig. 1: Schematic depiction of rearrangement. a, An example experimental setup. Moving tweezers are generated by a pair
of crossed AODs (gray boxes marked “AOD X” and “AOD Y”), which transform a single input tweezer into a rectilinear grid of
tweezers, controlled by radio frequency (RF) inputs (black curves). Static tweezers are generated by an SLM (orange box). There
are two predominant sources of error: loss due to collisions with background gas particles (large green dots) and tweezer losses
due to transport and transfers between static and moving tweezers (orange and red curves). b, Theoretical formulation of the
time-optimal rearrangement problem. Given a randomly loaded initial configuration X0, the task is to transform it into a specified
target configuration g in the shortest possible time. c, Overview of our open-source rearrangement simulation framework and
pseudocode demonstrating its main functions: simulating the rearrangement process and benchmarking under customizable error
and timing models. All parameters and error processes depicted in a and b are implemented in the simulation framework.

linear increase in the size of defect-free target configu-
rations (Fig. 2a). As multiple groups [18, 19, 20, 21, 22]
have now successfully prepared tweezer arrays with over
1000 atoms, there is a timely impetus to develop scal-
able methods.
We note that there are opportunities for mitigation:

a target may be incrementally constructed over many
rearrangement rounds (Fig. 2b), and continuous reload-
ing techniques [20, 21, 22] may offer further mitigation
by periodically replenishing atom numbers to compen-
sate for losses. Nevertheless, scalable rearrangement is
still desirable in this setting to reduce experimental cy-
cle time and maximize the size of practically achievable
configurations.

In addition to the limitations imposed by vacuum-
limited lifetimes, another relevant concern is the impact
of atom loss from transport and transfer between static
and moving traps, which is commonly encountered in
experimental settings (Fig. 1a). However, these pro-
cesses have not been thoroughly studied, let alone in
conjunction with vacuum-limited lifetime.

In this work, we introduce a simulation platform for
benchmarking rearrangement algorithms under various

error and timing models, and use it to look at the rear-
rangement problem from three different angles. In Sec-
tion 4, we extract lower bounds for time-optimal rear-
rangement and extract scaling coefficients for various al-
gorithms. In Section 5, we extend our benchmarking to
noisy environments and observe the advantages of dif-
ferent heuristic strategies across error regimes. Lastly,
in Section 6, we examine the challenges of preparing
target patterns comprised of two atomic species, and
develop a novel algorithm, InsideOut, capable of cir-
cumventing these challenges.

2 Definitions and existing work
Constraints on array and move structure. In this work,
we restrict our focus to rearrangement on a square lat-
tice (though extensions to Bravais lattices can be eas-
ily made) and operations ϵ performed by two crossed
acousto-optical deflectors (AODs; see Fig. 1a). While
alternative move structures exist [4, 23, 24, 25] (see Sec-
tion 7), we do not actively study them in this work.
The crossed-AOD device transforms a single incident
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beam into a movable rectilinear grid of beams that can
be displaced, expanded, and/or contracted. This ap-
proach is extremely advantageous in that it allows for
the simultaneous implementation of many single-atom
displacements in a single ‘AOD move segment’, which
we define as an AOD operation which displaces one or
more atoms by a single site in the horizontal and/or
vertical directions (including diagonally). A multi-site
move (i.e. where an atom is moved by > 1 site) is
described by a consecutive sequence of AOD move seg-
ments.
Defining time-optimal rearrangement. Consider a

spatial configuration of m × n atoms, denoted as X ∈
{0, 1}m×n, where Xij = 1 (0) indicates the presence
(absence) of an atom in the tweezer located at the ith
row and the jth column. The rearrangement problem
we consider is the following: given an initial configu-
ration X0 and a final configuration g, how many op-
erations does it take to transform X0 −→ g, and how
does this scale with the total number of target atoms
N =

∑
ij gij (Fig. 1b)? More formally, the time-

optimal rearrangement algorithm aims to address the
following two questions:

Let Ω be a finite configuration space and S ⊆ {ϵ : Ω →
Ω} a finite set of operators which each describe a single
‘AOD move segment’ (as defined in the previous sec-
tion).
Given an initial atom array configuration X0 ∈ Ω and
a target configuration g ∈ Ω, what is k⋆ := min{k ∈
N | ∃ ϵ1, . . . , ϵk ∈ S s.t. ϵk ◦ · · · ◦ ϵ1(X0) = g}?
How does one explicitly construct a sequence ϵ1, . . . , ϵk⋆

achieving ϵk⋆ ◦ · · · ◦ ϵ1(X0) = g?

Existing algorithms. There are two general ap-
proaches to designing algorithms for the rearrangement
problem. The first is based on the ‘Hungarian’ method
of solving the linear sum assignment problem (LSAP)
[16, 26, 27, 28, 29]. Algorithms which follow this method
typically utilize only a single moving tweezer, but are
optimal with respect to transport distance, as the solu-
tion to the LSAP minimizes the sum of the distances
travelled by each individual atom.

The second approach aims to minimize the total rear-
rangement time by exploiting the ability to move multi-
ple atoms simultaneously with AODs. Such algorithms
heavily utilize parallelized operations on single rows and
columns, and a typical structure is to transfer atoms
between rows such that each has a sufficient number of
atoms, and subsequently condense each column to form
a defect-free array. Representative algorithms include
Parallel Sort and Compression [30], Parallel Compres-
sion Filling [31], Redistribution-Reconfiguration [32],
Balance and Compact [33], and Tetris [34].

3 Rearrangement simulation environ-
ment
We develop and demonstrate the use of a Python-based
simulation framework, atommovr, with the following
features:
1. Benchmarking. atommovr enables easy compar-

ison of the performance of various algorithms
through automated calculation of relevant quan-
tities such as rearrangement time, filling fraction,
and success rate (Fig. 2).

2. Library of existing algorithms. atommovr collects
a variety of representative single-species and dual-
species atom rearrangement algorithms, including
the Hungarian [16, 26, 27, 28, 29], an implemen-
tation of Balance and Compact [13, 33] for AODs,
and algorithms that we develop, namely ParHun-
garian (see Appendix B.1 for detailed descriptions)
for both single-species and dual-species settings
and InsideOut (see Appendix B.3 for detailed de-
scription) for the dual-species rearrangement. All
algorithmic source code is publicly available on
GitHub.

3. Realistic experimental conditions and timing pa-
rameters. We simulate the process of stochastic
loading, atom loss due to vacuum-limited lifetime,
and atom loss and move failures due to trans-
fers between static and moving traps and accel-
eration/deceleration in moving tweezers. Further-
more, our simulations include customizable timing
models (see Appendix A.2 for details) and a num-
ber of relevant experimental parameters, such as
lattice spacing, maximum transport speed, addi-
tional time costs for trap transfers and accelera-
tion/deceleration, and loading rate (Fig. 1a). All
of the features described above are easily user-
programmable.

4. Visualization. atommovr can generate movies of
the rearrangement process to facilitate insight into
algorithmic performance. These include visualiza-
tions for various error processes, such as atom loss
due to tweezer failure or collisions with background
molecules.

4 Time-optimal scaling and benchmarks
Lower bounds for time-optimal scaling. We make use
of atommovr to numerically extract lower bounds for
time-optimal rearrangement algorithms and compare
the scaling behavior of algorithms recently proposed
in the literature (Fig. 3, Table 1). To extract lower
bounds, we solve the linear bottleneck assignment prob-
lem (LBAP) [35], also known as the maximum bot-
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Fig. 2: Algorithm performance under finite vacuum-limited lifetime. a, Impact of vacuum-limited lifetime tv on achievable
array sizes for the Balance and Compact algorithm. Each data point is averaged over 500 randomly loaded initial configurations,
and the error bars represent shot noise. Solid lines are curve fits to a sigmoid function. For each curve, the number of atoms nc

at which the success rate is 50% is marked by a dashed vertical line (extracted from the curve fit). Inset: extracted values of
nc plotted as a function of the vacuum-limited lifetime. b, Mitigating the impact of vacuum-limited lifetime through consecutive
rearrangement rounds for the Hungarian algorithm. To mitigate atom loss, it can be effective to perform rearrangement multiple
times, interspersed with images to check the final position of the atoms. We fix the vacuum-limited lifetime at tv = 15 s, and the
target is a fully filled 36 × 36 square centered in a 50 × 50 array. Darker colors indicate regions of overlap between the histograms.

tleneck matching problem (MBMP) [36] in the graph-
theoretic literature, which closely resembles LSAP. The
key difference is that instead of minimizing the to-
tal distance traveled by all atoms, the solution to the
LBAP/MBMP minimizes the maximum distance trav-
eled by any particular atom. Assuming that the speed
of a moving tweezer is fixed, a lower bound on the re-
arrangement time tLB can be easily extracted by the
following formula:

tLB = s × dminmax

|vtweezer|
(1)

where s is the spacing between adjacent sites, dminmax

is the solution to the LBAP/MBMP and |vtweezer| is
the tweezer speed. We use the protocol and repository
developed in [35] to solve the LBAP/MBMP, which we
refer to as ‘Z⋆’.

Extracting scaling coefficients for heuristic algo-
rithms. Our benchmarking results are shown in Fig. 3
and we present extracted scaling coefficients in Table 1.
Notably, for a 50% loading probability, the lower bound
scales as just under

√
N , while one of the leading algo-

rithms (Tetris [34]) scales as just over N (where N is
the number of target sites in a square grid with unit
filling). While our implementation of the Balance and
Compact for tweezer arrays is able to achieve sublinear
scaling (N0.84(2)), there is still a sizable gap.

Moreover, we develop a variation of the Hungarian al-
gorithm with move parallelization (ParHungarian), and
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Fig. 3: Algorithmic scaling and comparison to fundamental
lower bounds in a noiseless setting. Scaling behavior of two
foundational rearrangement algorithms, Balance and Compact
(gray squares), and the Hungarian (green triangles), as well
as a variation of the Hungarian utilizing move parallelization
(ParHungarian) (orange triangles). This behavior is contrasted
with extracted lower bounds for the optimal rearrangement time
for both unconstrained moves ‘Z⋆’ (blue circles) and moves re-
stricted to a grid ‘Z⋆’ (grid) (purple diamonds). Each data
point is averaged over 100 randomly loaded initial configura-
tions, and the error bars represent shot noise. All target con-
figurations are unit filling square grids. Scaling coefficients are
presented in Table 1.
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compare its scaling to our implementation of the naive
Hungarian, which we expect to be roughly O(N

√
N)

(as this entails moving O(N) atoms sequentially, each
with a maximum distance of

√
N). We find that our ex-

tracted scaling agrees (within error bars) with that pre-
viously found in [34], and furthermore, observe that the
naive addition of parallelization to the Hungarian algo-
rithm improves the scaling (from N1.45(1) to N1.26(1)).

Table 1: Extracted scaling coefficients for rearrangement algo-
rithms and theoretical lower bounds. All data is taken with a
loading probability of 50%.

Algorithm Scaling coefficient Source
b (t(N) = cN b)

Z⋆ bound 0.45(6) This work
Z⋆ (grid) bound 0.45(6) This work
BalanceCompact 0.84(2) This work

Tetris 1.03(7) [34]
ParHungarian 1.26(1) This work

Hungarian 1.45(1) This work
Hungarian 1.6(1) [34]

5 Comparison of heuristic strategies un-
der noise models
Subsequently, we extend our analysis to realistic ex-
perimental conditions. We compare two algorithms:
the single-tweezer Hungarian algorithm (which mini-
mizes transport distance) and the parallelized Balance
and Compact algorithm (which aims to minimize rear-
rangement time), which we implement for tweezer ar-
rays (Fig. 4). We simultaneously sweep over a range of
typical values for vacuum-limited lifetimes (2 − 200 s)
and probabilities of losing an atom in a tweezer handoff
(0.05 − 0.5%), and compare the success probability of
preparing a 12×12 fully filled configuration in a 16×16
array of tweezers with 60% loading probability.
We find that the Hungarian is advantageous when the

dominant sources of atom loss are tweezer errors. Since
the Hungarian method minimizes the total transport
distance by moving atoms one at a time, the number
of pickup and putdown operations should be roughly
N . In contrast, the multi-step structure of Balance and
Compact may cause individual atoms to be picked up
and moved many times. This extra overhead in the
number of trap transfers makes the success rate decay
faster with growing trap transfer error.

Conversely, we see that Balance and Compact is
advantageous when vacuum-limited loss dominates

(Fig. 4c,d), as its high degree of parallelization enables
sublinear time-scaling, whereas the absence of paral-
lelization in the Hungarian means that its time-scaling
goes super-linearly (see Table 1). The ratio of success
rates between the algorithms is shown for the entire
sweep in Fig. 4c, and a linecut for a fixed vacuum-
limited lifetime of 13.90 s is shown in Fig. 4d.

6 Development and Benchmarking of
heuristic dual-species algorithms
Another relevant and lesser-explored problem is the de-
velopment of algorithms that rearrange multiple atomic
species inside the same array. Arrays comprised of ru-
bidium and cesium [37, 38, 39, 40, 41] and arrays with
multiple isotopes of rubidium [42] have recently been
experimentally realized, which motivates the search for
an efficient dual-species rearrangement algorithm.
However, the task of dual-species rearrangement is

fundamentally more complex than the single-species
problem: whereas in single-species rearrangement the
exchange of any two atoms does not change the state
of the array nor the minimum number of moves to pre-
pare some target configuration, in dual-species such an
exchange may be nontrivial, and pairs of exchange op-
erations do not necessarily commute. While this obser-
vation may appear obvious, it follows that there exist
detrimental configurations in which an atom is effec-
tively ‘blocked’ by neighboring atoms of the opposite
species (Fig. 5a,b). Navigating such obstacles without
ejecting atoms can introduce large time overheads.
Moreover, the existence of blocked configurations also

raises the question of what the optimal experimental
conditions are for dual-species rearrangement. In the
single-species setting, an advantageous strategy is to in-
crease the stochastic loading probability through exper-
imental techniques including λ-enhanced gray molasses
and dark-state enhanced loading [43, 44]. Whereas here
higher loading probability reduces the number of empty
target sites and subsequently the number of moves re-
quired to fill the remaining target sites, in the dual-
species setting the likelihood of developing blocked con-
figurations also increases. This tradeoff naturally in-
vites the question of whether there exists an optimal
loading probability, and if so, whether it is consistent
across all dual-species algorithms or varies with the
choice of algorithm and/or target configuration.
While some initial algorithms have been proposed

and realized experimentally to mitigate the challenges
of dual-species rearrangement [25, 42, 45, 46], to the
best of our knowledge, no algorithm has demonstrated
the ability to prepare an arbitrary target configuration
from any random initial configuration (with sufficient
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Fig. 4: Comparing the choice of algorithms under realistic
experimental conditions. Rearrangement success rate after a
single round for a, the Hungarian algorithm (which uses a sin-
gle tweezer) and b, the Balance and Compact algorithm (which
moves many atoms in parallel in sequential row-column opera-
tions), as a function of the vacuum-limited lifetime (y-axis) and
the probability of losing an atom in a tweezer handoff (x-axis).
Each data point is an average over 400 initial configurations.
The target is a 12 × 12 square grid with unit filling inside a
16 × 16 array with 60% initial loading probability. c, Ratio of
Hungarian success probability rH to Balance and Compact suc-
cess probability rBC, indicating regions in which one algorithm
is more effective. Contour lines have been smoothed for clarity
using a Gaussian noise filter with σ = 1. d, Linecut of the ratio
at a vacuum-limited lifetime tv = 13.90 s, as indicated by the
dash-dotted line in c. Error bars represent shot noise.

atom numbers and in the limit of large system size, i.e.
an arbitrarily large reservoir) without moving atoms in
the space between rows or columns. This constraint be-
comes important to minimize atom loss in dense arrays,
as tweezers which move very close to each other may ex-
perience beating due to the small frequency shifts im-
parted by the AODs and risk being heated out of their
traps.

Designing an efficient dual-species algorithm. We de-
velop and benchmark a simple heuristic algorithm, In-
sideOut, which is able to prepare arbitrary target con-
figurations with a near-unity success rate. InsideOut
is designed to circumvent such ‘blocked’ configurations,
and operates on a simple, layer-by-layer principle: first,
it prepares the middle 2 × 2 sites of the target config-
uration, pushing outward any misplaced atoms in the
process. Then, it prepares the next ‘layer’ (in this case,
the loop of twelve sites enclosing the middle 2 × 2), and
iteratively repeats until the target configuration is real-
ized. If at any point an atom of one species is blocking
the path of an atom of opposite species, it is simply
pushed away from the target configuration in a ‘clear-
ing’ operation.
Such a layer-by-layer approach reduces the chance to

create ‘blocked’ configurations and ensures that previ-
ous layers will not be disturbed by such ‘clearing’ opera-
tions, thus preventing the emergence of ‘blocked’ config-
urations (see Appendix B.3 for a detailed description).
Benchmarking. To verify the efficacy of InsideOut,

we check its scaling with increasing system size, and
benchmark against a naive dual-species extension of the
single-species ParHungarian algorithm (See Appendix
B.2). We observe that InsideOut maintains a near-unity
success rate with increasing system size, while the suc-
cess rate of ParHungarian decreases to under 50% in
preparing a 10 × 10 target array (Fig. 5c).
Next, we extend our benchmarking to study how ini-

tial loading probability impacts the success rate and the
time costs of the rearrangement process (Fig. 5d,e).
As expected, the success rate for InsideOut remains

at unity across all loading probabilities while the success
rate of ParHungarian decays at high loading probabil-
ities (Fig. 5d). Interestingly, for the ‘zebra stripe’ and
‘checkerboard’ configurations, ParHungarian appears to
display clear minima in rearrangement time at loading
probabilities of around 60%, whereas the corresponding
InsideOut times appear to monotonically decrease with
increasing loading probability.
However, behavior of both algorithms varies signifi-

cantly with the choice of target configuration and den-
sity. In sparse arrays with fewer excess atoms, ParHun-
garian is able to prepare high-entropy ‘zebra stripe’
and ‘checkerboard’ patterns slightly faster than Inside-
Out. However, this quickly breaks down in dense arrays
with many excess atoms, or when preparing the low-
entropy ‘separate zones’ configuration (where InsideOut
is advantageous in both rearrangement time and success
rate). In these regimes, the paths for ParHungarian be-
come increasingly full of obstacles, resulting in more
circuitous paths and an overall slowdown, whereas the
parallelized ‘clearing’ operations of InsideOut remove
such obstacles efficiently.
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configurations, where blue atoms cannot move to target sites (marked by blue rings) due to the presence of (a) a yellow atom in the
target site or (b) yellow atoms obstructing paths between the source atom and the target site. c, Algorithm comparison performed
on a 20 × 20 reservoir with a fixed loading probability of 60%. While the InsideOut algorithm succeeds in preparing the target
‘Zones’ configuration for all attempted initial configurations, a dual-species extension of ParHungarian encounters more blocked
configurations as the target size increases. d, e, Comparative benchmarking of InsideOut (triangular markers) and ParHungarian
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are 10 × 10 patterns inside a 20 × 20 array, and each data point is an average over 400 initial configurations. d, Dependence of
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sufficient atom number to prepare the target configuration. e, Rearrangement time under a realistic timing model (see Appendix
A.2 for details) plotted on a logarithmic vertical axis. ParHungarian markers are omitted for data points with 10 or fewer successful
runs. Error bars represent shot noise.

7 Discussion
While there has been much activity in the experimen-
tal community to develop and implement new rear-
rangement algorithms, state-of-the-art processors are
approaching sizes where naive algorithms become inef-
ficient, motivating the development of algorithms with
time-optimal scaling and adaptability to various noise
regimes.
However, the scarcity of open-source implementations

in the literature and the absence of error modeling
makes such development and the comparison of new
algorithms practically difficult. By developing atom-
movr, we hope to create a common platform for the
community to discuss, compare existing algorithms and
develop new algorithms with time-optimal scaling.

Finally, we wish to highlight alternate approaches to
the crossed-AOD mechanism and areas for further de-
velopment.

Moving tweezers with SLMs or holographic AODs.
SLMs, while typically used to generate a grid of ‘static’
tweezers, can also be used to move atoms between sites,
thus eliminating the need for a separate set of mobile

tweezers [4, 24, 47, 48]. The key advantage of this
method is that it avoids the constraint of generating
moving tweezers on a rectilinear grid, and can execute
arbitrary combinations of moves in parallel.
However, in practice, this method is hindered by rela-

tively slow response times (frame generation rates) typ-
ically on the order of 1 ms (1 kHz) intrinsically limited
by physical properties of the SLM [49], the computa-
tional cost of calculating the input parameters for the
desired hologram at each frame (typically by solving the
Gerchberg-Saxton algorithm) and the discretization of
the moving process. Recent work [23] has proposed us-
ing AODs to generate phase- and amplitude-controlled
holograms, which would mitigate the frame rate issue.
Continuous AOD tone modeling. A current limita-

tion of the modeling framework is that time costs for
trap transfers, acceleration, and deceleration are ap-
plied uniformly across all moves in a single move round.
Such an approximation allows for AOD operations to
be efficiently discretely parametrized, enabling efficient
simulation and collision detection (see Appendix A.1),
but at the cost of being conservative in estimating re-
arrangement time in certain scenarios.
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Modeling AOD operations as continuous functions
would mitigate this issue. Moreover, such a construc-
tion could be built upon to enable detailed error mod-
eling of heating from atom transport - an especially
relevant problem for continuous reloading experiments
[20, 21, 22] - via comparison of different ramping pro-
files.

Non-heuristic machine learning methods. Recently,
advances in machine learning have enabled widespread
advances in certain computational tasks. In particular,
reinforcement learning has been notably used to build
engines in the highly complex games of Go and chess
that have defeated top human players [50, 51, 52].

Considering that the underlying structure of Go is
very similar to the rearrangement problem (any board
position can be represented in the same manner as a
dual-species atom array, with each board position hav-
ing either a single black piece, a single white piece, or
no piece), this could be a promising area for future
study. In particular, an implementation of a single-
player version of AlphaZero [53] to solve the rearrange-
ment problem would be an exciting approach. More-
over, learning-driven algorithms might be particularly
fruitful in practice compared to fixed heuristics, as re-
inforcement learning models tune their strategies via
direct feedback from their environment.
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M. D. Lukin, L. Jiang, and H. Zhou. “Constant-
overhead fault-tolerant quantum computation with
reconfigurable atom arrays”. Nature Physics 20,
1084–1090 (2024).

[11] J. Viszlai, W. Yang, S. F. Lin, J. Liu, N. Not-
tingham, J. M. Baker, and F. T. Chong. “Match-
ing generalized-bicycle codes to neutral atoms for

Accepted in Quantum 2026-07-15, click title to verify. Published under CC-BY 4.0. 8

https://dx.doi.org/10.1364/OE.24.009816
https://dx.doi.org/10.1364/OE.24.009816
https://dx.doi.org/10.1126/science.aah3778
https://dx.doi.org/10.1126/science.aah3752
https://dx.doi.org/10.1038/ncomms13317
https://dx.doi.org/10.1038/ncomms13317
https://dx.doi.org/10.1038/s41586-022-04603-6
https://dx.doi.org/10.1038/s41586-022-04592-6
https://doi.org/10.48550/arXiv.2411.11822
https://dx.doi.org/10.1038/s41586-023-06927-3
https://dx.doi.org/10.1038/s41586-023-06927-3
https://dx.doi.org/10.1038/s41567-026-03309-0
https://dx.doi.org/10.1038/s41567-026-03309-0
https://dx.doi.org/10.1038/s41567-024-02479-z
https://dx.doi.org/10.1038/s41567-024-02479-z


low-overhead fault-tolerance”. In 2025 IEEE Inter-
national Conference on Quantum Computing and
Engineering (QCE). Volume 01, pages 688–699.
(2025).

[12] C. Poole, T. M. Graham, M. A. Perlin, M. Otten,
and M. Saffman. “Architecture for fast implemen-
tation of quantum low-density parity-check codes
with optimized Rydberg gates”. Phys. Rev. A 111,
022433 (2025).

[13] D. S. Weiss, J. Vala, A. V. Thapliyal, S. Myrgren,
U. Vazirani, and K. B. Whaley. “Another way to
approach zero entropy for a finite system of atoms”.
Phys. Rev. A 70, 040302 (2004).

[14] A. L. Shaw, P. Scholl, R. Finkelstein, R. B. Tsai,
J. Choi, and M. Endres. “Erasure cooling, con-
trol, and hyperentanglement of motion in optical
tweezers”. Science 388, 845–849 (2025).

[15] A. Kumar, T. Wu, F. Giraldo, and D. S. Weiss.
“Sorting ultracold atoms in a three-dimensional op-
tical lattice in a realization of Maxwell’s demon”.
Nature 561, 83–87 (2018).

[16] K. Schymik, V. Lienhard, D. Barredo, P. Scholl,
H. Williams, A. Browaeys, and T. Lahaye.
“Enhanced atom-by-atom assembly of arbitrary
tweezer arrays”. Phys. Rev. A 102, 063107 (2020).

[17] Z. Zhang, T. Hsu, T. Tan, D. H. Slichter, A. M.
Kaufman, M. Marinelli, and C. A. Regal. “High
optical access cryogenic system for Rydberg atom
arrays with a 3000-second trap lifetime”. PRX
Quantum 6, 020337 (2025).

[18] G. Pichard, D. Lim, É. Bloch, J. Vaneecloo,
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Appendix A Physical assumptions and timing models
Appendix A.1 Parametrization and legality of AOD move segments
We parametrize each AOD move segment with two vectors, crow and ccol, of length nrows and ncols, respectively,
where each entry describes the status of the RF tone corresponding to a particular row or column. We adopt the
following discrete encoding:

ci
row (col) = 0 if the RF tone corresponding to the i-th row (column) is inactive;

ci
row (col) = 1 if the RF tone corresponding to the i-th row (column) is active and static;

ci
row (col) = 2 if the RF tone corresponding to the i-th row (column) is active and ramped to the frequency of the

(i + 1)th row (column);
ci
row (col) = 3 if the RF tone corresponding to the i-th row (column) is active and ramped to the frequency of the

(i − 1)th row (column).
An AOD tweezer is present at the i-th row and j-th column if ci

row, cj
col ̸= 0.

It is important to note that this parametrization includes AOD move segments where tweezers collide with
one another (i.e. illegal segments). For example, take the AOD move segment described by crow = [2, 0, 3] and
ccol = [0, 1, 0]. This describes two tweezers at the intersections of the first and third rows with the second column,
that both move to the intersection of the second row with the second column. Since the tweezers converge to the
same spot, any atoms they carry are assumed to be heated out of the traps either due to light-assisted collisions (if
both tweezers are occupied) or beating between the converging tones (if only one tweezer is occupied).

Concretely, we define an AOD tweezer to be legal iff (1) it does not intersect with another AOD tweezer at any
point in its trajectory and (2) if carrying an atom, it does not intersect with an occupied SLM tweezer. In the case
of (1), both atoms in intersecting tweezers are assumed to be deterministically lost. In the case of (2), both the
atom in the AOD tweezer and the atom in the SLM tweezer are assumed to be deterministically lost.

Appendix A.2 Timing models
The error models we use in atommovr track time costs associated with trap transfers (i.e. transferring an atom
from a static SLM trap to a mobile AOD trap (“pickup”) and vice versa (“putdown”)) and move distance, along
with additional time costs for gently accelerating and decelerating atoms from/to rest.

In this work, we use two timing models: a naive model which neglects time costs for trap transfers and accelera-
tion/deceleration, and a detailed model which takes into account typical atom transfer trajectories. Here we define
s as the array spacing, vavg as the average move velocity, and tavg = s/vavg as the average single-site move time.
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In the naive model, the time for an AOD move segment is equal to the maximum distance dmax traveled by an
atom:

tnaive = dmax

vavg
(S.1)

where dmax = s if the AOD move segment contains only horizontal or vertical motion and dmax =
√

2s if the move
segment involves diagonal displacement.
In the detailed model, we parametrize the move-distance-dependent time cost and the acceleration/deceleration

time costs through considering the adiabatic sine model for atom transport used in [19]:

ξ(u) = 1
π

sin(πu) + u, u, ξ ∈ [−1, 1], (S.2)

where ξ and u are normalized position and time variables mapped from displacement and time variables x and t.
By rescaling ξ and u, we obtain

x(t) = s

2π
sin

(
2π

tavg

(
t − tavg

2

))
+ s

t

tavg
(S.3)

where now t ∈ [0, tavg] and x ∈ [0, s].
For multi-site and diagonal moves of total distance d, we adopt a piecewise construction. The acceleration profile

follows the single-site adiabatic sine profile for x ∈ [0, s/2], the atom remains at the maximum velocity vmax to travel
the middle interval x ∈ [s/2, d − s/2], and the deceleration profile follows the latter half of the single-site adiabatic
sine profile for x ∈ [d − s/2, d].
With this piecewise construction, we can calculate the extra time costs associated with acceleration and deceler-

ation by returning to the single-site move case:

tavg = s

vavg

= s

vmax
+ taccel + tdecel,

(S.4)

which implies

taccel + tdecel = s

(
1

vavg
− 1

vmax

)
(S.5)

and subsequently, we can write the detailed time cost for a single AOD move segment to be

tdetailed = dmax

2vavg
+ taccelδaccel + tdecelδdecel

+ ttransfer(δputdown + δpickup)
(S.6)

where δ(∗) = 1 if a (∗) event occurs for any tweezer in the AOD move segment and 0 otherwise, and ttransfer is the
time for a trap transfer between SLM and AOD tweezers.
In our simulations, taking taccel = tdecel and the fact that vmax = 2vavg for the adiabatic sine curve, Eq. S.6 is

simplified as:

tdetailed = dmax

2vavg
+ s

4vavg
(δaccel + δdecel)

+ ttransfer(δputdown + δpickup)
(S.7)

For the data presented in the paper, we take s = 5 µm and vavg = 0.1 m/s, which in the detailed model sets the
acceleration and deceleration times to taccel = tdecel = 12.5 µs. Following [19, 41], we take ttransfer = 200 µs.

Appendix B Proposed algorithms
Appendix B.1 Parallel Hungarian (single-species)
To explore the extent to which parallelization of moves can naively be tacked on to existing algorithms, we pro-
pose and build a variation of the distance-optimal Hungarian algorithm, hereafter referred to as ParHungarian.
Visualization of the algorithm is shown in Fig. S1.
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Start rearrangement

Initial loading array X0 ∈ {0, 1}m×n

Target pattern g ∈ {0, 1}m×n

Are there sufficient atoms to pre-
pare the target configuration?

Find excess-atom sites and target vacan-
cies, and generate their cost matrix C

Generate N ′ atom–target pairs
with minimum total distance

Find the shortest path or subpaths
for the ith pair, denoted by {pµ}N

µ=1

Let pµ := {mµt}Lµ

t=1 and L := maxµ Len(pµ)

Have all moves in every path been sorted?

Remove the first element from each nonempty
path and add the elements to a new list qµ.

aA path may be empty because path lengths can differ.

Check for collisions among moves in qµ. If a
collision occurs, retain one move in qµ and return

the others to their corresponding paths pµ.
Parallelize the retained moves (Fig. S2).

Construct a sequence of operations ϵ̃ = {ϵν}N′
ν=1, with N ′ ≤ N .

Execute the moves and update the array: Xt+N′ = ϵ̃(Xt).

Return final array Xfinal

Finish rearrangement

True

False

False

True

Fig. S1: Flowchart of the ParHungarian algorithm (single species).

Accepted in Quantum 2026-07-15, click title to verify. Published under CC-BY 4.0. S3



Detailed description of ParHungarian. First, the algorithm checks if the number of atoms given by the initial
random loading is sufficient to prepare the target pattern, i.e.

∑
ij Xinit

ij ≥
∑

ij gij (to keep notations clean, here we

use Xinit to represent X0); if not, the algorithm stops immediately. Similarly to the original Hungarian algorithm,
ParHungarian generates a cost matrix C where the rows are target sites to be filled, i.e. site (i, j) is a target site
if Xinit

ij = 0 and gij = 1, the columns are excess atoms, i.e. site (i′, j′) contains an excess atom if Xinit
i′j′ = 1 and

gi′j′ = 0, and the component Ckl is given by the Euclidean distance between the kth target site and the lth excess
atom [29]. By solving the linear sum assignment problem corresponding to the cost matrix C, ParHungarian assigns
each target vacancy to an excess atom, denoted as a mapping h : a → t, where a and t represent the set of excess
atoms and the set of target vacancies, respectively. According to the mapping relationship, ParHungarian generates
N ′ atom-target pairs, i.e. {aν , tν}N ′

ν=1, where N ′ is the size of set a. Note that the number of excess atoms is always
greater or equal to the number of target vacancies due to the initial sufficient atom check.
According to the assignments, ParHungarian finds the shortest direct path between each pair. If no direct path

exists between aν and tν due to the presence of obstacle atoms, the path is decomposed into a sequence of ‘domino’
subpaths. In this scheme, the final obstacle is first relocated to the target position tν , after which each preceding
obstacle successively occupies the position vacated by the following obstacle, until aν can be moved to the location
of the first obstacle along the path. By the above process, ParHungarian generates N paths, where N is the sum
of the number of direct paths and number of additional segments in the domino paths, denoted as {pµ}N

µ=1, where

each path pµ := {mµt}
Lµ

t=1, Lµ := Len(pµ) is the length of the µth path, and mµt is the tth move element of the
path µ.
Here, we define L as the length of the longest path, i.e. L := maxµ Lµ. Firstly, ParHungarian removes the 1st

moves in every path and adds them to a new list q1 := {mµ1}N
µ=1. Then, ParHungarian checks if there are two

or more moves in q1 whose simultaneous execution would result in a collision. If such a case or cases are found,
ParHungarian only keeps one move in this round of execution and puts the others back in their respective path
lists. The retained moves are subsequently sorted into a set of sequential ‘AOD moves’ (Fig. S2). We repeat this
process, constructing subsequent lists q2, q3, . . ., removing the first elements of the modified path lists, until all path
lists pµ are empty. After all moves have been sorted into sets of sequential ‘AOD moves’, the rearrangement process
completes.

Move parallelization subroutine. Abstractly, given a sequence of individual atom moves M = {m1, . . . , mM }
and an atom array X, we divide M into a set of ‘AOD moves’ {ϵ1, . . . , ϵM ′}. Such parallelization is done following
a greedy approach: the individual moves in M are iteratively added to a temporary parallel move queue ϵ̃, and
subsequently eliminated from M. After each step, the algorithm checks whether ϵ̃ is a valid AOD move, and halts
if not, removing the most recently added element. Then, a new list is created and the cycle repeats until all the
moves in M have been sorted.
To test if the move segments {m̃i} in ϵ̃ can be implemented in parallel, the algorithm has to check whether

parallelization of these moves affects the final configuration of the array. If not, ϵ̃ is a valid AOD move and its
composite move segments can be parallelized. To check whether this is the case, the composite AOD move ϵ̃ is
applied to one copy of the atom array and another set – the AOD moves corresponding to executing each individual
move segment sequentially (i.e. {ϵ1, . . . , ϵk}, where k is defined as the number of move items in {m̃}) – is applied
to a second copy. More formally, we compare the matrices X′

Par = ϵ̃(X) and X′
No-Par = ϵk ◦ · · · ◦ ϵ1(X). If

X′
Par = X′

No-Par, the moves {m̃i} can be parallelized.

Advantage and limitation of the parallelization strategy. Since ParHungarian checks whether any arbitrary
set of moves can be parallelized, it potentially offers a higher degree of parallelism than algorithms which only
parallelize moves within the space of a single row or column.
However, ParHungarian does not offer the optimal parallelization strategy due to its greedy approach. The brute-

force solution takes cost of O(2M ) to compute, where M is the number of moves to be parallelized, since each move
element can be parallelized and not parallelized. To make the algorithm scalable, we adapt the greedy approach to
handle the tradeoff of degree of parallelization and computational efficiency. The computational complexity of our
greedy parallelization strategy is O(M2).
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Start parallelization

A list of moves M = {m1, . . . , mM }
Atom array X

M is not empty

Initialize temporary move queue ϵ̃ = {mi};
remove mi from M;

i is the smallest index in M

Iterate j = 2, . . . , M ′ and mj ∈ M

Update array X′
Par = ϵ̃(X)

Decompose ϵ̃ into a set of AOD commands which se-
quentially realize its move segments {m̃}: {ϵ1, . . . , ϵk};

Update array X′
No-Par = ϵk ◦ · · · ◦ ϵ1(X)

X′
Par = X′

No-Par?

Append mj to ϵ̃; remove mj from M

Store ϵ̃ in parallel move list S

Return parallel move list S = {ϵ1, ϵ2, . . . , ϵM′ }

Finish parallelization

True

Assign i

True

False

End

False

Fig. S2: Flowchart of the move parallelization subprocess.
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Appendix B.2 Parallel Hungarian (dual-species)
Notations for dual-species atom arrays. The index set {1, . . . , I} is denoted by [I], where I ∈ N. Here, we
consider dual-species atom arrays M ∈ Rm×n×2 as a stack of the 1st-species M1st ∈ Rm×n×1 and the 2nd-species
M2nd ∈ Rm×n×1 arrays, where m and n denote number of rows and columns of the atom arrays and the third
dimension denotes different atomic species/isotopes. Due to the experimental constraints, the dual-species state
matrix is subject to {

Mijk ∈ {0, 1} ∀i ∈ [m], j ∈ [n], k ∈ [2]∑2
k=1 Mijk ≤ 1 ∀i ∈ [m], j ∈ [n].

(S.8)

The first constraint affirms that there are only two possible states for single sites, 0 (1) representing a vacancy
(trapped atom). The second constraint represents that a single site can only trap a single atom.

Detailed description of dual-species ParHungarian. Additionally, we develop a naive extension of ParHun-
garian for dual-species rearrangement. Fundamentally, the difference between the single-species and dual-species
versions is the pairing and searching path processes. The design of the algorithm closely follows the single-species
version shown in Fig. S1 with two main differences:

• Matching atoms and targets: The pairing process is species-selected. The algorithm needs to categorize the
excess atoms and target vacancies as excess 1st-species and 2nd-species atoms and target vacancies. By repeating
the cost matrix generation and matching process separately for each species, the dual-species ParHungarian
obtains two sets of assignment pairs.

• Searching path: The searching path process has to take hetero-species obstacle atoms into consideration. In
the single-species framework, even if there is no direct path between the source atom and the intended target,
the domino segment approach is used as an alternative solution. However, in the dual-species framework, not
all obstacles can be resolved with this strategy. For example, if there is a 2nd-species atom located on the path
between a 1st-species atom and a 1st-species vacancy, a ‘blocked’ configuration is realized (see Fig. 5a,b), and
the rearrangement fails.

Appendix B.3 InsideOut Algorithm (dual-species)
To overcome the unique challenges of dual-species rearrangement (discussed in Sec. 6), we develop the InsideOut
algorithm. The cornerstone of InsideOut is its simple and uniform layer-by-layer approach, which effectively prevents
the emergence of ‘blocked cases’ shown in Fig. 5a,b. In case blocked configurations still occur, InsideOut pushes
the obstacle atoms away from the center in a ‘clearing’ step. Visualization of the algorithm is shown in Fig. S3.

Detailed description of InsideOut. First, InsideOut checks if the number of atoms in both species is sufficient
to prepare the target pattern, i.e. { ∑

ij Mij1 ≥
∑

ij Tij1∑
ij Mij2 ≥

∑
ij Tij2.

(S.9)

If not, the algorithm halts.
Then, InsideOut parameterizes the first layer of the atom array and aims to rearrange all sites on this layer.

Given layer index k (k = 1 for the first layer), the coordinates on the kth layer can be expressed as

Lk = { (top, j′) | j′ = left, . . . , right}
∪ { (i′, right) | i′ = top + 1, . . . , bottom}
∪ { (bottom, j′) | j′ = right − 1, . . . , left}
∪ { (i′, left) | i′ = bottom − 1, . . . , top + 1}.

(S.10)
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Start rearrangement

Initial loading array M0 ∈ {0, 1}m×n×2

Target pattern T ∈ {0, 1}m×n×2

Initialize layer index k = 0

Are there sufficient atoms of both species,
and is the rearrangement incomplete?

Increase the layer index, k ← k + 1;
parameterize the coordinates

(i, j) on this layer, denoted by L.
aSee Eq. S.10 for the explicit parameterization rule.

Is the rearrangement of the
current layer incomplete?

Mij1 = Tij1 and Mij2 = Tij2 for all (i, j) ∈ L

Push all misplaced atoms on
the layer outward, edge by edge;

update array M.
An atom at (i, j) is misplaced when its occu-
pation does not match the target occupation.

Generate N species-selective atom–
target pairs with minimum total distance.

bTargets are empty sites on the layer. cAtoms
are selected from on or outside the layer.

Find the shortest path for each pair, denoted by {pµ}N
µ=1.

Let pµ := {mµt}
Lµ

t=1 and L := maxµ Len(pµ).

Have all moves in every path been sorted?

Remove the first element from each nonempty
path and add the elements to a new list qµ.

dA path may be empty because path lengths can differ.

Check for collisions among the moves in qµ. If
a collision occurs, retain one move in qµ and re-
turn the others to their corresponding paths pµ.

Parallelize the retained moves (Fig. S2).

Construct a sequence of operations ϵ̃ = {ϵν}N′
ν=1, where N ′ ≤ N .

Execute the moves and update the array: Mt+N′ = ϵ̃(Mt).

Return final array Mfinal

Finish rearrangement

True

True

Assign moves

False

False

End

Fig. S3: Flowchart of the InsideOut algorithm.
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with the parameters
δrow ≡ (m + 1) mod 2, δcol ≡ (n + 1) mod 2,

crow =
⌊

m
2

⌋
− δrow + 1, ccol =

⌊
n
2

⌋
− δcol + 1,

top = crow − (k − 1), left = ccol − (k − 1),
bottom = crow + (k − 1) + δrow, right = ccol + (k − 1) + δcol,

(S.11)

where δrow and δcol are factors used to handle odd/even number of rows/columns, crow and ccol are the row/column
coordinates of the center of the target array, top/left/bottom/right are the boundaries of the kth layer.
After identifying sites on the kth layer, InsideOut pushes out misplaced atoms on the kth layer, i.e. filled sites

with coordinate of (i, j) satisfying both conditions of Mij1 ̸= Tij1 and Mij2 ̸= Tij2 to the outer layer. Note that
the direction in which obstacles are pushed is determined by which edge the atom is located at in the expression
of Eq. S.10. For an obstacle on the top edge, we push the atom upwards. Furthermore, to accelerate the ‘clearing’
process, all misplaced atoms on the same edge are pushed away in parallel.
Similar to the ParHungarian algorithm, InsideOut computes two cost matrices C1st and C2nd corresponding to

two species of atoms with the element of Euclidean distance between targets and atoms. By solving two linear sum
assignment problems corresponding to C1st and C2nd independently, InsideOut generates N ′ atom-target pairs.
Except for the dual-species searching path constraints discussed in Appendix B.2, the searching path and moving
atoms process of InsideOut follows those of ParHungarian.
After all targets on the kth layer are correctly filled, InsideOut moves to the next layer (k + 1). This process is

repeated, rearranging atoms layer-by-layer, until the target pattern T is realized.
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