2510.24218v2 [quant-ph] 21 Jul 2026

arXiv

Pilot-Wave Simulator: Exact Classical Sampling from Ideal
and Noisy Quantum Circuits up to Hundreds of Qubits

Gleb Kalachev!, Pavel Mosharev?, Zuoheng Zou3, Pavel Panteleev!, and Man-Hong Yung*

LLomonosov Moscow State University, Moscow, 119991, Russia

2School of Physical Sciences, University of Science and Technology of China, Hefei, 230026, China

3School of Physics, Peking University, Beijing 100871, China

4Shenzhen Institute for Quantum Science and Engineering, Southern University of Science and Technology, Shenzhen 518055, China

Quantum circuit simulators running on clas-
sical computers offer a vital platform for de-
signing, testing, and optimizing quantum algo-
rithms, driving innovation despite limited access
to real quantum hardware. However, their scal-
ability is inherently constrained by exponential
memory and computational overhead, which re-
stricts accurate simulation of large-scale quan-
tum circuits and often results in approximate
output distributions. Here, we propose an exact
sampling algorithm that integrates tensor net-
work contraction techniques with a Markov pro-
cess, wherein a classical state evolves according
to the local structure of the quantum circuit. As
a demonstration, we target the challenge of gen-
erating samples from ideal and noisy QAOA cir-
cuits with up to 476 qubits, incorporating both
depolarizing and amplitude damping noise mod-
els. These results provide exact-sampling data
for structured QAOA circuits in a regime where
full-state simulation is not practical, and give a
benchmark for selected local noise models.

1 Introduction

In recent years, classical simulation of quantum cir-
cuits has become a key tool both for verifying the be-
havior of NISQ-era devices and for exploring the po-
tential of hybrid quantum-classical algorithmic ideas.
These simulations vary in scope and computational ap-
proaches. The most straightforward approach, called
state-vector simulation, computes the amplitudes of all
possible quantum states of a circuit [1, 2, 3]. An analo-
gous approach for noisy circuits is called density-matriz
simulation [4, 5]. Both of these methods are very ex-
pensive and cannot be used to simulate more than a few
dozen qubits even on a supercomputer. Matrix-product
state (MPS) method can simulate circuits up to a few
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hundred qubits when entanglement remains low at the
cost of limited precision [6, 7, 8, 9]. Other methods
such as gPEPS [10] or Pauli Path Simulator (PPS) [11]
aim to estimate expectation values of observables rather
than to produce samples.

Currently, many simulators for quantum circuits are
based on tensor network methods. These tools allow
efficient sampling from the output of random quantum
circuits using rejection sampling methods [12]. How-
ever, they are not well-suited for producing samples
from the outputs of general non-random circuits, where
output probabilities deviate significantly from unifor-
mity, and one has to evaluate many amplitudes to pro-
duce just one sample.

An alternative approach, called SEQCSIM, was pro-
posed earlier in [13]. In this framework, the evolution
of the quantum state is accompanied by the stochastic
evolution of a classical configuration, enabling the gen-
eration of samples with perfect fidelity while accessing
only a very small subset of amplitudes at each step.

A similar method was introduced by Bravyi, Gos-
set, and Liu in their gate-by-gate simulation algorithm
[14], which provides a rigorous framework for simulating
quantum measurements without computing marginal
distributions. Although the original motivation in [14]
is different, the proposed gate-by-gate algorithm turns
out to be essentially the same as in the sequential sim-
ulation from [13]: a Markov process where a classical
state evolves based on the local structure of the quan-
tum circuit.

In this work, we build on these ideas and propose
a new algorithm that combines the simulation frame-
works from [13, 14] with modern tensor network con-
traction techniques [15]. This hybrid approach allows
efficient sampling from structured, non-random quan-
tum circuits (including QAOA circuits with realistic
noise models) by computing only a small number of
relevant amplitudes per gate. Unlike rejection sam-
pling methods [12], which are effective only when output
probabilities are nearly uniform, our approach remains
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viable in highly non-uniform settings typical for opti-
mization circuits.

Our simulator calculates the samples by sequentially
updating the classical state according to transition
probabilities that drive the evolution. As was pointed
out in [13], this process resembles Bohm’s pilot-wave in-
terpretation of quantum mechanics [16, 17] where hid-
den deterministic evolution is driven by a nonlocal wave
function. For this reason, we refer to our algorithm as
the Pilot-Wave (PW) simulator.

The approaches [13, 14] share the same Markovian
sampling principle: a classical bitstring is updated after
each gate according to local transition rules so that the
instantaneous distribution matches the circuit’s mea-
surement distribution. SEQCSIM [13] introduced this
paradigm and implemented it with a Feynman-path am-
plitude engine using polynomial memory, together with
practical engineering optimizations. The gate-by-gate
framework of Bravyi, Gosset, and Liu [14] provides
a rigorous analysis of such Markovian updates and is
agnostic to the backend used to compute the required
amplitudes (e.g., full-state, path-sum, or tensor network
methods).

There are also several software implementations of
the gate-by-gate sampling idea. Shapiro and LaRose
introduced BGLS, a Python package implementing
the gate-by-gate sampling algorithm of Bravyi, Gosset,
and Liu [18]. In addition, the quimb tensor-network
package [19, 20] contains a sample_gate_by_gate rou-
tine. These implementations use the same general sam-
pling principle, but differ in their amplitude backends,
caching strategies, and practical optimizations.

Our contribution is a version of this method designed
for structured, non-random circuits: (i) we use a ten-
sor network amplitude oracle [15] that evaluates only
the few amplitudes needed at each step; (ii) we re-
strict stochastic branching via an explicit block decom-
position of each gate matrix, which bounds the num-
ber of candidate updates per gate; and (iii) we treat
(sub)monomial (i.e., permutation—diagonal) gates de-
terministically, avoiding amplitude calls. Moreover, this
deterministic treatment allows us to extend our algo-
rithm to realistic noise models (e.g., Pauli/dephasing)
with nearly the same time complexity as in the noiseless
case.

We emphasize that our method is not a new tensor-
network contraction algorithm and does not reduce
the cost of evaluating a single amplitude. The ten-
sor network is used as an amplitude oracle. Moreover,
the low-overhead noisy simulation described here ap-
plies to noise channels that admit a local-submonomial
Kraus representation, in the sense made precise in Ap-
pendix A. This includes the Pauli, depolarizing, phase-
damping, and amplitude-damping channels used in our

experiments. However, it does not cover general co-
herent calibration errors or general coherent entangling
errors. Such errors can still be represented within the
general Kraus framework, but they may change the
tensor-network structure and increase the contraction
complexity.

We put our simulator to the test on a set of non-
random quantum circuits. We use depth-p < 3 QAOA
instances for the Ising model on grid-like graphs to
demonstrate the exponential decrease in ground state
probability that has been conjectured in [21], and shown
in simulations in [22] and [23] for a smaller number of
qubits. We extend these original results from N = 28
and N = 40 to N = 49 qubits, producing up to ~ 10°
samples per circuit. We show that the distribution
of samples reproduces the “pseudo-Boltzmann” energy
profile reported in Refs. [24, 25, 26]. We extend the
original result from N = 24 to N = 36 qubits and show
that for circuit depth p < 3 the low-energy tail follows
the “pseudo-Boltzmann” trend with effective tempera-
ture decreasing as circuit depth grows.

Because practical devices are inevitably noisy,
we re-run the same study under Pauli-error and
amplitude-damping channels chosen to be represen-
tative of early-generation superconducting processors.
Noise raises the effective temperature and suppresses
low-energy tails quite predictably, yet the simulator
remains fast enough to deliver statistically significant
samples for grids of up to 49 qubits, providing a quan-
titative baseline for near-term hardware.

Finally, to gauge whether shallow-depth QAOA really
offers an advantage over purely classical heuristics, we
experimentally support the conjecture made by Hast-
ings in [28] that a classical local update rule proposed in
the same work would have performance essentially sim-
ilar to QAOA at the same depth. We evaluate it on grid
Ising models of 100 and 256 qubits, demonstrating that
the local update algorithm matches the performance of
the ideal QAOA circuits at depths 1 and 2, while in the
noisy setting the classical update already outperforms
QAOA (Fig. 3).

We also show in Section 4.3 how the time to obtain
a small batch scales with the circuit size up to N = 476
qubits for QAOA circuits of depth p = 1. Previous
exact sampling results for QAOA were obtained only
for 42 qubit circuit in full-state simulation on a clus-
ter of 3744 GPUs [22]. Single amplitude simulation
was performed in [27] for N = 210 qubits at p = 1
using the tensor network method on 1024 nodes of su-
percomputer Theta. There are also simulations that
compute expectation values of the energy for QAOA on
N = 512 qubits at p < 5 [21], and approximate sam-
pling for N = 256 qubits at p = 4 [9]. The experiments
in our work are performed on two servers that have 512
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GS probability scaling | #qubits | p |ideal | noisy
Full-state [21] 28 11| v —
Full-state [22] 35 200 Vv —
Full-state [23] 40 13| v —
Pilot-Wave 49 3 v v
Probability distribution | #qubits | p |ideal | noisy
Full-state [24] 24 1 v —
Full-state [25] 16 15 | v —
Pilot-Wave 36 3 v v
Large-scale simulation | #qubits | p |ideal | noisy
T(?nsor netW(.)rk [27] 910 1 v o
(single amplitude)

Full—stz'xte [22] 19 100! v B
(sampling)

Pilot-Wave 476 1 v v

Table 1: Comparison of previously reported QAOA simulations.
GS probability scaling describes how the ground-state success
probability scales with qubit number and circuit depth; Proba-
bility distribution refers to analyses of full output distributions;
Large-scale simulation covers largest-qubit results using tensor-
network or sampling approaches. Our Pilot-Wave algorithm
enables exact sampling at larger qubit counts (ideal and noisy)
and provides sampling-based estimates of output distributions
rather than full distributions.

and 96 CPU cores, respectively, which demonstrate the
practical scope of the approach.

2 Pilot-Wave simulator

Suppose we have a discrete-time unitary evolution on
an n-qubit system. The main idea of the Pilot-Wave
(PW) simulator for this system is to introduce a Markov
chain with the state space {0,1}", where the classical
state s; € {0,1}" evolves stochastically according to the
wave-function ¢y € C2" playing the role of the pilot-
wave, i.e., we have

Pr(s; = z) = |(]¢)[*

for all x € {0,1}". Furthermore, we also assume that
our discrete-time unitary evolution satisfies a certain
locality condition: at each moment t > 0, the transition
probabilities

pi(x = y) :=Pr(sg =y | s4-1 = x)

from the current state z to the next state y depend
only on L = O(1) amplitudes from the wave-function
1. Thus to be able to sample from the probability
distribution

pe(@) := Pr(s = x) = |(z[¢p)|”

at each time ¢ using our Markov chain, we need to keep
track of the classical state s, € {0,1}" and the L ampli-
tudes of the quantum state 1), € C2". This significantly
reduces the memory size since we do not need the full
quantum state 1y to sample from it. However, we still
need to find the L amplitudes from ; in a computa-
tionally efficient way. To achieve this goal we propose
to use tensor networks.

As we will see below, the locality condition required
to use the proposed PW simulator can always be sat-
isfied if our discrete-time unitary evolution is described
using the quantum circuit model. Let us recall that
a quantum circuit can be viewed as a sequence of uni-
tary matrices Uq,...,Ur called gates, where the gate
U; is applied at time ¢, and it affects only a constant
number m of qubits from the n-qubit state 1, € C2".
In this case, we define our discrete-time unitary evolu-
tion in the following way: o = [0)®", ¥y = Uy |[th—1),
t € {1,...,T}. Below, we assume that all 2" x 2" ma-
trices U; are given in the computational basis B = {|z) |
z€{0,1}"}.

Let pi(z) = | (z[¢b;) |?. Our aim is to define a Markov
chain with transition probabilities p;(z — y) in such
a way that:

Y @y ()

z€{0,1}"

pt(y) =

Consider two cases. The first case is when the unitary
matrix U; is monomial, i.e., Uy = M,D where M, is
a permutation matrix for some permutation o € San
and D is a diagonal matrix. In this case, U; acts as
a composition of the permutation o and a phase shift on
the state-vector ;1. Since phase shifts do not change
probabilities, we can define the transition probability as
follows:

1 ify=o(x),
0 else.

pe(r —y) {

It is easy to see that condition (1) is satisfied in this
case.

Consider the case of a non-monomial matrix. Decom-
pose each matrix U, = @, Ut(k), where Ut(k) acts on
subspace Vt(k) with basis ng) C B (see Fig. 1). Since
LI, Bt(k) = B, for each vector |z) € B there is an index
k¢(x) such that |z) € B,fk‘(“:)).

Let pi(x) = |{x]1h;) |*. Let us define the transition
probabilities

pe(y)
ZZEBEM (v)) pt(l)

0 else,

lfk‘t.li :kt 5
Pl o y) = (%) = ki (y)

where, on zero-mass blocks, p;(x — y) = 1{y = «} by
definition; such states are never visited.
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It is clear that we have

Z pi(r —y) =1

ye{0,1}n

Let us check condition (1). Since Ut(k) is unitary and
Pely o = Ut(k)(wt—l‘vt(k)), we have:

S pea(@) = Iealyol? = eyl

|zyeB™
Z pt(x)v

(k)
|z)eB;

pi—1(2)pe(y)
Z Z pe(l)

yeBlti @)

Y pia(@pz—y) =

n (kt(v))
z€{0,1} |zyeB y

= pe(y)-

Thus, (1) holds in both cases. Therefore, we can de-
fine the Markov chain s; € {0,1}", so = 0, Pr(s;41 =
y | st = ) = pt(z — y). Condition (1) guarantees that
Pr(s; = x) = pe(x).

To generate a sample we should sequentially calcu-
late sq,...,s7 as shown in Algorithm 1. Here for a bit
string « € {0,1}" and an index set ¢ C {1,...,n}, z[q]
denotes the substring on ¢ and x[g] the substring on its
complement ¢ = {1,...,n} \ ¢. At each step, we cal-
culate \Bt(k)| probabilities, where for an n-qubit circuit
Cy = Uy ...U; and a basis label ¢ € {0,1}", we use the
function

amp(Ct, 1) := (1] Cy | 0™),

evaluated by contracting the tensor network associated
with C; (e.g., using the algorithm from [15]). If the
operator U, acts on n; qubits, then

IBF| = dim V™ < 2m.

Actually, to find the block B,gk) we use the procedure
BlockDecompose of Algorithm 1, and the size of the
block can be smaller than 2™¢. For example, the max-
imum block size of a controlled 1-qubit gate is 2 inde-
pendently of the number of controls. In most practi-
cal cases, the gates are either classical gates, 1-qubit
gates with some number of controls, or an fSim gate;
all of these gates have the maximum block size at most
2 (Fig. 1). Thus, for a circuit composed of such gates,
the generation of one sample requires at most 27" single
amplitude simulator calls.

Let us justify that the connected components used in
BLOCKDECOMPOSE indeed define invariant subspaces.
Let A be the local gate matrix and build the undirected

Algorithm 1: Procedure sample(C).

Function Sample(C):
n < number of qubits in C
s+ 0e{0,1}™
for ¢ := 1 to number of gates in C do
C} < subcircuit containing first ¢ gates of
C;
s < UpdateState(Cy, s);

return s;

Function UpdateState(C, s):
Let A be the matrix of the last gate of circuit

C acting on qubit set g;
if A represents a composition of
a permutation o and a diagonal matrix on
{0,1}l9! then
| sla] = o(s[q])
else
b < BlockDecompose (A, s, q);
if |b| > 1 then
Calculate p; := |[amp(C, i)|? for i € b;
Pblock < Zieb Dis
Choose s’ from b according to the
distribution {pi/pblock}ieb§
5+ §';
else
L s < (unique) element of b;

return s;

Function BlockDecompose (A4, s, ¢):

Build graph G = ({0, 1}l9, E) where
E={{z,y}| Ay # 0}

Find connected component r of G containing
slal;

return
{z €{0,1}": z[q] = s[q] and z[qg) € V(r)};

graph with an edge {u,v} whenever 4, , #0. If C'isa
connected component and u € C, v ¢ C, then A, , =0
and A, , = 0, otherwise there would be an edge con-
necting C' to its complement. Hence, after a permu-
tation of the computational basis, A is block diagonal
with blocks indexed by the connected components of
this graph. Therefore the span of each component is
invariant. If A is unitary, then each block is unitary.

Note that it is also possible to use the multiamplitude
simulator from [15] to generate several samples in one
run. If we need to generate K samples for a circuit
composed of T' standard gates, then it requires 7" calls of
the multiamplitude simulator [15], in each call at most
2K amplitudes should be calculated.

When estimating complexity, we should also note
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(b) Monomial gates
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Figure 1: Panel (a) shows that U; has the block structure of A ® Iyn—m (up to a basis permutation). Each block corresponds to
the gate matrix A, which can be either (b) a monomial gate (i.e., exactly one nonzero per row and column) or (c) a general gate.
Matrices of general gates are further partitioned into blocks using the BLOCKDECOMPOSE procedure from Algorithm 1.

that all amplitude calculations are performed on sub-
circuits of the full circuit. The tensor network contrac-
tion cost of any subset of tensors is never larger than
that of the entire circuit, since a contraction schedule
for any subcircuit can be obtained from the schedule
for the full circuit. Hence, the overall sampling task is
polynomially reducible to single-amplitude simulation.

We summarize this as a proposition, given below. Let
us recall that a gate is called monomial if its matrix has
exactly one nonzero entry in each row and each column
(equivalently, it is a product of a diagonal unitary and
a permutation matrix). For a circuit C define the fol-
lowing complexity measures:

e gsize(C) is the number of gates in C' whose matrices
on their full support are not monomial.

e (¢(C) is the circuit locality, i.e., the maximum num-
ber of target qubits acted on by a single gate (con-
trol qubits not counted).

o C,np(C) is the complexity of a single amplitude
calculation for C.

° (A}amp(C) i= maxcresub(c) Camp(C’) is the maxi-
mal complexity of a single amplitude calculation
for the circuit C' and its subcircuits. Here Sub(C')
denotes the set of all prefix subcircuits of C.

e Cqamp(C) is the complexity of generating one sam-
ple for C.

¢ Coamp(C) := maxeresub(c) Csamp(C’) is the max-
imal complexity of one sample generation for sub-
circuits of circuit C.

Proposition 1. For arbitrary quantum circuit C

~

Cuamp(C€) = O (asize(C)2 ) Cypp (C) )

Proof sketch. Monomial gates may change the clas-
sical state deterministically but never trigger calls to

amp(-,-). Only non-monomial gates cause probabilis-
tic branching and hence amplitude evaluations. Each
such gate acts on at most ¢(C) target qubits, so the
block from BLOCKDECOMPOSE has size at most 2¢(©),
and updating the state requires at most 2¢(¢) evalua-
tions famp(Ct7 z)‘Q on a prefix subcircuit Cy. Summing
over the gsize(C) non-monomial gates and noting that
each call costs at most eamp(C) yields the bound.

3 Simulation with noise

In this section, we show how to adapt the PW simulator
to simulate quantum circuits with noisy gates.

3.1 Noisy simulation algorithm

It is well known [29, Section 8.2.3] that quantum noise
can be formally described as an operator called a quan-
tum operation acting on density matrices p using the
following operator-sum representation:

k

> EBlE; =1

i=1

k
=1

For our purposes it is more convenient to describe the
noise operator as a unitary operator that uses an an-
cillary qudit (with k basis states) which can then be
measured (e.g., see [29, Eq. (8.42)]). So, the applica-
tion of a noise gate is as follows:

) By
U ., whereU=1| 1 . |.(2

10)), Bl

We want to emphasize that only the first block col-
umn of the matrix U is important, since the ancillary
qudit is initially in the state |0),.
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Because the ancilla does not interact with the sys-
tem after U, measuring it immediately is equivalent to
measuring it later and does not change the outcome
statistics for the system; hence we can measure it right
away without affecting the system’s subsequent evolu-
tion. For different noise operators different ancillary
qudits are used. But for our algorithm it is convenient
to measure ancillary qudits immediately because this
simplifies the simulation. The measurement value i cor-
responds exactly to the index of the matrix F; which we
should apply instead of U in our quantum circuit. That
is, after we measure the ancillary qudit and get the re-
sult of the measurement i, we immediately replace the
gate U by F; and update our tensor network:

v — ) 3)
|O>k )

Thus, after adding noise we obtain a circuit with ad-
ditional gates E; in some places (which are not neces-
sarily unitary). Usually, the matrices E; act on a single
qubit, so we will consider this case as the main case.

Note that when we apply Algorithm 1, at each step
we have the classical state s. To apply a noise gate and
determine the operator E; according to (3) and (2), we
usually don’t need to add the gate U to the circuit and
perform the UpdateState step. Namely, for most of the
noise models (depolarizing, amplitude damping, phase
damping) all the matrices F; have at most one non-zero
element in each column and each row. Thus, knowing
the state s, the measurement probability ¢ of the qudit is
equal to the square of the absolute value of the (unique)
nonzero element in the column of E; corresponding to
the state s:

Pr(i | 5) = (s[4]|E] Eils[a)) (4)

where ¢ is the qubit where the noise gate is applied.

3.2 Simplifying tensor network via gate propa-
gation

At each step of the PW simulator, we have a subcir-
cuit of the initial circuit with additional gates. If we
want to calculate transition probabilities for this noisy
subcircuit with at most the same complexity as for the
circuit without noise, it is enough to build for the noisy
circuit a tensor network of the same shape as the tensor
network for the initial circuit.

If the tensor network is built from a quantum circuit
in a straightforward way where an m-qubit gate is con-
verted to a tensor with 2m legs, then each additional

1-qubit gate can be fused with one of the neighboring
gates.

However, most of the circuits that can be simulated
with the proposed algorithm are shallow circuits, like
QAOA circuits of low depth and other circuits related
to the Ising model. These circuits may contain a lot
of diagonal gates. Each m-qubit diagonal gate can be
represented as a tensor with m legs instead of 2m for
a general gate. This is a significant simplification. But
when we have an additional non-diagonal 1-qubit gate
between two diagonal gates, and we try to fuse this 1-
qubit gate with an m-qubit diagonal gate, we obtain
a tensor with (m+1) legs, and thus the resulting tensor
network is more complex than it was before adding this
1-qubit gate.

Thus, for a general noise model the complexity of
simulation with noise can be higher than for the circuit
without noise if it contains diagonal gates. However, for
all the main noise models: depolarizing noise (and its
more general version with unequal probabilities of X, Y,
and Z errors), amplitude damping, and phase damping,
all the matrices E; have at most one non-zero entry in
each row and each column. Some of these matrices are
diagonal and can be immediately fused with neighbor-
ing gates without increase in complexity. In the rest of
this section we will show how to propagate gates of the

form A = (O @

b 0> through diagonal gates.

The main idea here is that if P is a permutation ma-
trix, and D is a diagonal matrix, then the matrix P.DPT
is also diagonal with elements on the diagonal permuted
according to the permutation P. Thus, if the number
of qubits on which the permutation gate acts is a sub-
set of the qubits where the diagonal gate acts, we can
propagate a permutation gate through a diagonal gate
by the replacement:

PDw— D'P where D' = PDPT.

In particular, 1-qubit permutation gates (actually, the
only important case is the X gate) can be either prop-
agated (through diagonal gates) or fused (with non-
diagonal gates). The gate A can be decomposed as

A =o0xDy where Dy = 2) is the diagonal gate

b
0
which can be immediately fused with the neighbor gate,
and the X gate can be propagated until it is fused with
a non-diagonal gate or with a measurement at the end
of the circuit.

See Appendix A for the technical details and pseu-
docode of the described algorithm.
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Distributions for N = 36 qubits, 1.2 x 10® samples
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Figure 2: Sampling results for QAOA circuits obtained with a simulated quantum device. Panels (a,b) correspond to the ideal
device; panels (c,d) to the noisy chip. (a,c) Normalized histograms of measurement outcomes from 1.2 - 10® samples on N = 36
qubits arranged on a rectangular grid. (b,d) Scaling with system size N of (i) the ground state probability and (ii) the probability
of the empirically most frequent bitstring in the sampled batch. The dashed black line shows the uniform baseline 277

4 Experiments

In this section we provide results of numerical experi-
ments to show how our algorithm can be used to obtain
meaningful results.

The experiments are conducted on a server with 512
CPU cores at 2.10 GHz and a total of 32 TB of RAM,
except the experiment in Section 4.3, which is per-
formed on another server as stated there.

4.1 QAOA circuit pseudo-Boltzmann states

Quantum  Approximate Optimization Algorithm
(QAOA) was proposed in 2014 by Farhi et al. [30] as
a variational algorithm to approximate the solution of
combinatorial optimization problems. Since then, it
has been extensively investigated in various respects
and inspired the development of several modifications
such as Warm-Start QAOA [31], ADAPT-QAOA [32]
and various other ansatze [33]. Another direction of
research takes advantage of fixed parameters, predicted

from some general theoretical assumptions, as in
Linear Ramp QAOA [22] and parameter transfer
[34, 35, 36], which we adopt for our experiments here.
To show the potential of our simulator in obtaining
meaningful results in a realistic scenario, we will show
how it can be used to explore the properties of the
transferred-parameter QAOA algorithm.

We provide the necessary details of the QAOA algo-
rithm in Appendix D.

In works [24, 26], it was shown that the QAOA cir-
cuit at depth p = 1 produces thermal-like distributions
for the corresponding Hamiltonians. The probability of
a state in such a distribution scales as an inverse ex-
ponent of its energy: P(z) o e P Here, § is the
effective inverse temperature, and E(z) is the Ising en-
ergy of the state x. Original works [24, 26] only provide
simulations for single-layer QAOA circuits of size up
to 24 qubits. The authors suggest that deeper circuits
generate Boltzmann distributions with lower effective
temperatures. We evaluate their claim, extending the
analysis to circuits of up to p = 3 layers and up to
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Figure 3: Experimental results of sampling from QAOA circuit in comparison to classical Hastings algorithm. Each count on the
diagram corresponds to the lowest energy out of 100 samples from the corresponding algorithm.

N = 36 qubits.

Figure 2 (a) shows the probability distribution of
states, measured from a simulated QAOA circuit for the
Ising model on a square lattice of 36 qubits with nor-
mally distributed interaction weights and linear terms.
The y-axis of the diagram shows the frequency of a state
in the batch of samples, normalized by the total size of
the batch. We see that in the lower-energy part, the dis-
tribution follows the pseudo-Boltzmann law, as defined
in [24]. Tt can be seen more clearly on the average plot
on the right part of Figure 2 (a). Due to the finite size
of the batch, which is small compared to the full space
of 236 states, the higher energy part represents the den-
sity of states in the corresponding energy interval rather
than the probability of each particular state and thus
does not reflect the Boltzmann law. We can also see
that a deeper circuit indeed provides a lower effective
temperature and a higher probability of sampling from
lower-energy states.

Using the QAOA circuit as an optimization tech-
nique, we are interested in obtaining the state with min-
imal objective value encoded in its Ising energy. For
this, in Figure 2 (b), we show the probability of find-
ing the lowest-energy state for different circuit depths
and problem sizes of up to 49 qubits. We can see that
the probability of finding the ground state of the Ising
model with fixed-depth QAOA circuit scales down ex-
ponentially, as has been assumed in [21]. This trend,
although still keeping an advantage over uniform sam-
pling, may doom the prospects of shallow-depth QAOA
to be an efficient optimization algorithm for large-size
problems.

Figure 2 (b) also allows us to discuss the sampling
procedure. To provide a reliable estimate for the prob-
ability, we accumulated the measurement results until
the lowest energy state occurred at least 10 times. In

this setting, depth p = 2 and p = 3 circuits were the
easiest to model, providing a balance between simula-
tion complexity and the ground state probability that
requires a smaller number of samples to estimate. For
p = 1, the ground state probability at N = 49 became
so low that we had to generate about 10° samples be-
fore the ground state occurred 10 times. For p = 4, on
the other hand, the complexity of the circuit makes the
simulation intractable for N > 36.

Figure 2 (c), (d) shows results similar to Figure 2 (a),
(b), but for sampling from a noisy circuit. Generally,
the presence of noise increases the effective tempera-
ture and reduces the probability of sampling low-energy
states. As a result, we cannot obtain ground state prob-
ability for the 49-qubit circuit of depth p = 1. Partially,
it is due to the lower speed of noisy computation and
partially due to the need to obtain a larger number of
samples to reliably calculate ground state probability.
Section 4.3 contains information on the time required
to generate a fixed-size batch of samples for different
qubit numbers and layout topologies.

For the noisy experiment we selected the following
parameters of the simulated chip: single-qubit error
probability 0.005; double-qubit error probability 0.01;
readout error probability 0.05; single-qubit gate length
30 ns; double-qubit gate length 80 ns; relaxation time
100 ps and dephasing time 50 ps. These parameters are
arbitrary round numbers near the corresponding val-
ues of earlier Sycamore or Zuchongzhi superconducting
quantum processors [37], [38].

4.2 Comparison of QAOA to Hastings algorithm
on bigger instances

In [28], Hastings pointed out that the shallow-depth
QAOA algorithm is local, in the sense that each layer of
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Figure 4: Sampling times of QAOA circuits with p = 1, averaged over 10 independent problem instances for different graph

topologies and problem sizes.

a QAOA circuit updates the degrees of freedom of each
qubit based only on its interaction with its immediate
neighbors. Hastings argued that a classical algorithm
with similar locality properties should have performance
no less than that of QAOA at the corresponding depth:

“It seems like the QAOA is simply a way of
writing a quantum circuit which does some-
thing similar to a very simple classical algo-
rithm: initialize spins in some configuration
and then update spins depending on those
around it. For a one-step version of the al-
gorithm, the update is usually very simple: if
the spins around it apply a strong enough force
to the given spin, then it changes in a way to
increase the objective function.”

Hastings also proposed an example of such a classical
algorithm, see Appendix C for details.

Since our simulator works best for sampling from
shallow circuits on regular sparse graphs, it is perfectly
suited to illustrate this claim. We model shallow-depth
QAOA circuits and compare them to several classical
algorithms to illustrate their performance on optimiza-
tion tasks.

We selected two Ising models defined on square lat-
tices of 100 (10 x 10) and 256 (16 x 16) nodes for our

experiments. The coupling strengths and linear biases
were drawn independently from a normal distribution.
For the 100-qubit model, we applied QAOA circuits
with depths p = 1 and p = 2, while for the 256-qubit
model, we used only a single-layer (p = 1) circuit.
Each algorithm takes a batch of 100 samples and se-
lects the one with the lowest energy as a solution. We
repeat this procedure 4000 times for each algorithm and
plot the distribution of the results in Figure 3. For ref-
erence, we also add the result of simulated annealing
(SA), obtained with D-Wave’s Neal library [39, 40], and
uniform sampling, where each bitstring in the batch is
obtained by sampling each bit uniformly at random.

The results of uniform sampling and the SA provide
a natural scale on the energy axis. On this scale, it is
clear that the results of the single-step Hastings algo-
rithm are close to depth-1 QAOA, and the results of the
double-step Hastings are close to depth-2 QAOA in the
ideal case. It is also clear that quantum noise deterio-
rates the performance of QAOA, making it inferior to
the classical Hastings algorithm at a similar depth. We
note that the purpose of this paper is not to provide
a thorough comparison of the two algorithms, rather
to use them as an illustration of the sampling capabil-
ities of our simulator. So, we used a simple version of
Hastings algorithm, as well as fixed-parameter QAOA
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circuit (See Appendix C and D). Our results show that
under reasonable assumptions these algorithms indeed
show comparable performance.

4.3 Sampling times for different topologies and
qubit numbers

The experiment in this section is conducted on a server
with 96 physical CPU cores that supports 2 threads
per core, making a total of 192 available threads. The
base CPU frequency is 2.3 GHz, with a maximal boost
frequency of 3.3 GHz, and the server has 1.5 TB of
memory.

In Figure 4 we show the average time to generate
a batch of samples of fixed size from simulated ideal
and noisy devices of different qubit numbers and layout
topologies. Some of the topologies correspond to the
layouts of real quantum devices. The rectangular grid
layout is used in Google’s processors [37, 41], as well as
similar devices from USTC [38, 42] and Zhejiang Uni-
versity [43]. The heavy-hex lattice is typical for IBM’s
processors [44], while the King’s graph topology is rele-
vant to some experiments with cold atoms [45]. We also
add the Chimera topology, native for earlier models of
D-Wave’s quantum annealers [46]. Although those de-
vices do not support execution of the QAOA algorithm,
the Chimera graph is a good example of regular, though
non-planar topology, which allows us to demonstrate
the limits of our simulator. Finally, we add random 3-
regular graphs, which are important in theoretical stud-
ies of QAOA [30], and also represent a more difficult,
though still tractable case for our simulator. We simu-
late a QAOA circuit of depth p = 1 for all experiments
and take the average over 10 independent runs, each
run on a separate random instance of the Ising model
with Gaussian weights.

We can clearly see that sparser topologies are simu-
lated faster than denser ones, and that regular graphs
are easier to simulate than random graphs.

5 Conclusions

In this work, we introduced a novel classical sampling
algorithm that combines the frameworks from [13, 14]
with tensor network contraction techniques, and showed
that this algorithm can be naturally extended to incor-
porate realistic noise models, enhancing its relevance for
studying contemporary quantum devices. This new ap-
proach is particularly well-suited for efficiently produc-
ing samples from the output of structured, non-random
quantum circuits, a regime where methods like rejection
sampling often struggle.

We emphasize that the method should be understood
as an exact sampling layer on top of a tensor-network

amplitude backend. It does not reduce the cost of a sin-
gle tensor-network contraction, and its practical advan-
tage is expected mainly for shallow, sparse, structured
circuits where the required prefix amplitudes remain
tractable. In the noisy case, the low-overhead imple-
mentation relies on noise channels admitting a local-
submonomial Kraus representation, such as the depo-
larizing and amplitude-damping channels used in our
experiments.

Through extensive numerical experiments, our sim-
ulator effectively handles QAOA circuits of up to 476
qubits at depth p = 1, 100 qubits at depth p = 2 and
49 qubits at depth p = 3, significantly surpassing the
capabilities of existing classical methods such as rejec-
tion sampling, especially for circuits with highly non-
uniform output distributions.

We specifically explored the Quantum Approximate
Optimization Algorithm (QAOA), highlighting several
key insights. Our findings confirm and extend previ-
ous observations that QAOA circuits produce pseudo-
Boltzmann distributions, demonstrating that deeper
circuits lead to lower effective temperatures and thus en-
hance sampling from lower-energy states. Importantly,
we quantified how the probability of finding the ground
state decreases exponentially with problem size, under-
scoring limitations of shallow-depth QAOA for practical
optimization tasks at large scales.

Our comparative analysis with Hastings’ classical
local-update algorithm revealed that classical algo-
rithms at comparable depth can perform similarly to
QAOA, challenging the utility of current shallow-depth
quantum approaches for optimization problems. Addi-
tionally, by integrating realistic quantum noise models
into our simulations, we assessed the detrimental im-
pact of noise on the effectiveness of quantum algorithms,
showing potential of our simulator as a tool for bench-
marking near-term quantum hardware. Beyond QAOA,
the same structural conditions suggest applicability to
other shallow, locally-interacting circuit families such as
hardware-efficient VQE anséatze and Trotterized simula-
tions of local Hamiltonians, where bounded gate locality
and low-dimensional block structure preserve the con-
stant per-gate cost of the PW simulation framework.

Overall, our simulator not only offers an efficient clas-
sical approach to exploring the behavior of structured
quantum circuits but also serves as a powerful tool for
guiding the development and benchmarking of quantum
algorithms on current and future noisy intermediate-
scale quantum (NISQ) devices.

Code and data availability

An open-source implementation of the Pilot-Wave sim-
ulator is available at https://github.com/Kalache
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vGleb/pilot-wave-simulator. The repository con-
tains documentation, scripts for the numerical experi-
ments, input instances, parameters, random seeds, and
processed data used to generate the figures. Very large
raw streams of samples are not stored in the repository
because of their size, but they can be regenerated using
the provided scripts.
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A Noisy simulation details

In this appendix, we give a detailed description of our sampling algorithm from the output of a noisy quantum circuit
C’, obtained from the circuit C by inserting noise gates according to the model. A quantum circuit is represented
as a list of gates, each denoted by a pair (4, q), where A is a 2™ x 2™ matrix, and ¢ = (q1,...,qm) is a tuple of
m qubit indices ¢; € {1,...,n}, which we identify with the corresponding qubits. The notation X, := (ox,(¢))
indicates the Pauli-X operator acting on qubit ¢ € {1,...,n} in the quantum circuit.

Algorithm 2: Circuit simplification via gate fusion and propagation

Input: Noisy circuit C’
Output: Sample generated according to the output distribution of circuit C’
1 Function NoisySample (C'):

2 Let C" < the empty circuit;

3 | Lets:=0€{0,1}™;

4 | Letz:=0€{0,1}™;

5 foreach gate G in C' in execution order do

6 if G is a unitary gate then

7 ‘ C",x,s <+ AddGate(C”, G, x,s);

8 else

// G is a noise gate
9 Apply the unitary representation Ug of G after the circuit C” with an ancilla qudit as shown in
Eq. (2);

10 Determine the operator E as shown in Eq. (3);

11 L < the decomposition of E as a tensor product of smaller gates;
12 foreach (M, q) € L do

13 if q is a single qubit and Mox is diagonal then

14 zlq] « 1 —z(q);

15 M < Mox;

16 C", x,s + AddGate(C”, (M, q),x,s);
17 return (s +z) mod 2;

18 Function AddGate(C, G, x, s):
19 G’ < PropagateX(z,G);
20 Add G’ to list of gates in C}

21 if G’ is not diagonal then
22 ‘ s < UpdateState(C, s);
23 return C,z, s

24 Function PropagateX(z,G):
25 foreach ¢ € qubits(G) do
26 if z[g] =1 then

27 L ‘ G+ Xy0GoXg;

28 return G

To efficiently simulate a quantum circuit with stochastic noise using the proposed method, we need to ensure
that the complexity of computing a single amplitude of the noisy circuit C’ (i.e., the circuit C' with additional
noise gates) remains the same as that of the original circuit C, under certain conditions. Since our method is based
on tensor network contraction, it is enough to show that a single amplitude for C’ can be calculated by a tensor
network of the same shape as for the circuit C.

Initially, an m-qubit gate G is naturally represented as a tensor T with 2m legs, where each qubit corresponds
to two legs. Then, for each pair of legs i, j corresponding to qubit g, if all entries of Ty with indices ¢ # j are zero,
then we identify legs ¢ and j; in this case, we say that a gate G is diagonal on qubit q. Gate G is diagonal if it is
diagonal on all qubits, or, equivalently, its matrix is diagonal. For example, for a diagonal gate G, all output legs
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Figure 5: Fusion and propagation of an X gate in a quantum circuit.

of T will be identified with corresponding input legs. It is important to note that any one-qubit diagonal gate,
such as Z, can be represented by a tensor with one leg.

With this simplification, for example, a QAOA circuit of depth 1 for the Max-Cut problem on the graph T’
corresponds to the tensor network that is isomorphic to graph I' where the edges correspond to tensors and the
vertices correspond to the legs. The tensor network of the QAOA circuit of depth p is isomorphic to the Cartesian
product of the graph I' and the chain with p vertices.

Now let us formulate the sufficient condition when the noisy circuit can be simulated without overhead (with
the same tensor contraction complexity). We say that a 2™ x 2™ matrix M is local-submonomial (LSM) if it is
simultaneously local and submonomial, i.e., M = ®:’;1 M; where M, are 2 x 2 matrices and for each M; its rows
and columns contain at most one nonzero entry. We say that a quantum operation & is local-submonomial (LSM)
if it admits a Kraus representation £(p) =, EipEZ in which all E; are LSM matrices.

Proposition 2. If noise can be represented as LSM quantum operations, then the tensor contraction complex-
ity in Algorithm 2 is not higher than the temsor contraction complexity in Algorithm 1 with an overhead of
O(number of noisy gates).

The overall sampling algorithm is described in Func. NoisySample in Algorithm 2. It is not hard to see that the
obtained tensor network during the execution of the algorithm at each step corresponds to the list of gates in circuit
C". Gates are added to C"” in lines 7 and 16. Line 7 adds to C" circuit gates which are the same as in the simulation
without noise. Additional gates are added in line 16 where we consider noise gates. For local-submonomial noise, the
tensor product decomposition of E consists of single-qubit operators which are either diagonal (can be immediately
fused) or antidiagonal (reduced to the diagonal case in line 15). The main idea is that the X gate can be propagated
through any other gate without changing the shape of the corresponding tensor (Func. PropagateX, see also Fig.
5b). Thus, the matrix M in line 16 is always diagonal, and ¢ is always a single qubit, so the added gate is always a
1-qubit diagonal gate. Hence, UpdateState in line 22 is never called from AddGate called from line 16. In addition,
the circuit C” for local-submonomial noise differs from the noiseless prefix subcircuit of C only by some number of
diagonal 1-qubit gates. Calculation of an amplitude of C" via tensor contraction consists of 2 steps: (i) fusing one-
leg tensors corresponding to 1-qubit diagonal gates with tensors sharing this leg; (ii) contracting the obtained tensor
network using standard techniques. Thus, for local-submonomial noise, the tensor network obtained at step (ii) will
have the same graph as for the noiseless circuit, and the same contraction order can be used to contract it with the
same complexity. Thus, the complexity of tensor contraction in noisy simulation is equivalent to the complexity of
tensor contraction in simulation without noise when UpdateState is executed. An additional potential place where
tensor contraction is performed at lines 9 and 10 of Func. NoisySample, where virtually an additional gate and
ancilla qudit are added to the circuit. However, as it was noted, for local-submonomial noise operators, these steps
can be done using (4) without adding gates and performing a real tensor contraction.
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B Ising model

The Ising model is a paradigmatic mathematical framework in statistical mechanics that represents a system of N
interacting spins through its Hamiltonian

N N
H = Z JijO'iO'j +Zhi0'i, (5)
=1

ij=1

where J;; = Jj; is half the coupling strength between spins i and j, while h; is the parameter characterizing the
longitudinal field. J;; = 0. Variables o; take discrete values +1, and can be represented by the Pauli Z operator in
a quantum circuit.

It is proven that finding the ground state of Ising Hamiltonian is an NP-hard problem [47], which makes it
important for combinatorial optimization research. At the same time, sampling from the corresponding Boltzmann
distribution is an important task in statistical physics and adjacent fields.

C Hastings algorithm

In [28], a family of local approximate optimization algorithms was proposed and claimed to be competitive with
QAOA at similar depth. Define a set of vectors v; for each t = 0,...,p, where 7 is an initial solution that can be
initialized randomly. In our experiment, it is a vector consisting of values +1 taken randomly with equal probability.
Then at each step the vector is updated according to the following rule:

Upt1 = G (@ +c- F;f) ) (6)

where F, is a “force vector”, ¢; are hyperparameters, and g; are some real functions. Each entry of the force vector
is defined as half the difference between the value of the objective function with the corresponding variable set to
+1 and —1, and the other variables substituted with the corresponding values of #;. Thus, in our case with the
Ising model (5) as the objective, the force vector is defined as follows:

F, =2J % + h. (7)

In our simulation, we used ¢; = 0.3 for all ¢ and both problem sizes. The transformation g; is chosen to be the
identity. The sign of the parameters ¢; determines whether the algorithm will maximize or minimize the objective
function. After p iterations, the values of spins in the Ising model are computed as signs of corresponding entries
in U@ o; = sign(v,,;).

In the present work, we used only the single-step and double-step Hastings algorithms to provide a direct com-
parison with single-layer and double-layer QAOA.

D QAOA algorithm
The QAOA algorithm [30], [48] is implemented in the following steps:

1. Define cost and mixer Hamiltonians He and Hy; that do not commute with each other. Cost Hamiltonian
corresponds to Ising energy and is given by the following formula:

He =Y Ji;ZiZj+ Y hiZi, (8)
7,7 i

where J; ; and h; are Ising coupling matrix and linear shift fields, Z; are Pauli Z operators. Mixing Hamiltonian
is a sum of Pauli X operators acting on each qubit: Hy =, X.

2. Initialize the circuit in equal superposition of all possible states by applying Hadamard gate to each qubit:

|5) = [+)®" = HE" 0) " 9)
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3. Construct the circuit ansatz by defining the cost and mixer unitary operators:

Uc(y) = e~vHe (10)
O(8) = e~ (11)

Here, v and (3 are variational parameters of the circuit. We use the rotation convention Rp () := e~ *9F/2 for
any Pauli product P. Each term in cost and mixer operator can be implemented with rotation gates as follows:

e i%i % = Ry 7. (27 5), (12)
e—ivhiZ,i = RZi (27h1)7 (13)
e PXi = Ry (28), (14)

which allows us to implement UC(’y) as a circuit layer consisting of single and double-qubit Z-rotation gates,
and Uy (B) as a layer of single qubit X-rotation gates.

4. With a given circuit depth p > 1, define parameters v = (v1,...,7); 8 = (b1, ..., Bp) and apply the full circuit
to obtain the final quantum state:

U, (,8)) = Unt(Bp)Uc () - .- Uni(B1)Uc (1) |s) - (15)

Original QAOA is a variational algorithm, which means that after construction of the quantum state |¥, (v, 8)),
the expectation value of the cost Hamiltonian Ho with respect to this state is being optimized in a classical loop
by repeating the procedure and adjusting the parameters 4 and (3. For the present work, since our goal is to
show sampling capabilities for a given quantum circuit, we used a fixed set of parameters according to the transfer
technique from [34, 35] and the scaling for v from [36].

E Applicability beyond QAOA under structural constraints

The PW simulator applies to circuits satisfying the structural conditions in Section 2: bounded locality ¢(C') = O(1),
low-dimensional gate decompositions, and efficient tensor-network evaluation of prefix amplitudes (Proposition 1).
Under these constraints, sampling cost is governed by constant-size block updates independent of system size, with
QAOA serving as a representative benchmark rather than a unique case.

A direct extension is hardware-efficient VQE ansétze on sparse connectivity graphs, where alternating single-qubit
rotations and local entanglers preserve bounded block structure (typically < 4). As long as circuit depth remains
shallow, the same Markov update rule and amplitude oracle remain applicable without modification.

Similarly, Trotterized simulations of local Hamiltonians fall into the same regime. In the transverse-field Ising
model, R,, and R, layers yield identical block structure to QAOA. In the Heisenberg model, X X +YY interactions
act on a two-dimensional subspace |01),]10) while diagonal terms remain free. For the Hubbard model under
Jordan—Wigner mapping, interaction terms are diagonal and hopping terms reduce to the same constant-size (XX +
YY) blocks dressed with diagonal Z-strings, which do not increase complexity.

These cases share the same essential property: all non-monomial operations admit bounded block size, ensur-
ing constant per-gate sampling cost and preserving efficient contraction. Circuits with large non-local entangling
structure or unbounded block decomposition fall outside this regime.
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