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We design Snowflake, a quantum error cor-
rection decoder that, for the surface code un-
der circuit-level noise, is roughly 25% more ac-
curate than the Union–Find decoder, with a
better mean runtime scaling: subquadratic as
opposed to cubic in the code distance. Our
decoder runs in a streaming fashion and has a
distributed, local implementation. In design-
ing Snowflake, we propose a new method for
general stream decoding that eliminates the
processing overhead due to window overlap in
existing windowing methods.

1 Introduction
Decoders are crucial to the quantum error correc-
tion that enables fault-tolerant quantum computing.
These classical algorithms must decode (i.e. infer er-
rors from measurements and fix them) accurately and
extremely quickly to prevent the quantum computa-
tion from corrupting. It is difficult to design a decoder
sufficiently accurate, fast, and practical to implement
in hardware [1–3]. This last requirement has led to in-
terest in decoders that are local i.e. running on a grid
of identical processors, each communicating only with
their nearest neighbours [4–15]. Such decoders bene-
fit from parallelism [16, §III.D], repairability [17, §3],
reduced signal losses [18, pp 6–7], and lower latency
[1, §VI] [19, §4.2] when used with local (requiring no
long-range qubit–qubit interactions) codes.
A relatively new candidate gaining in popularity

[2, 20–30] is the Union–Find decoder (UF) [31, 32].
Recent literature has explored UF implementations
of varying levels of locality [17, 33–39], the first being
Helios [40]. The closely related Macar [17] exhibits
very similar runtime behaviour to Helios, and is the
implementation we will repeatedly refer to for com-
parison. These implementations, save Helios, tacked
only the batch decoding problem: a simplification of
the stream decoding problem that actually occurs in
practice. Relatively little work has gone into the lat-
ter: since 2002, two methods have been proposed al-
lowing most batch decoders to be used as stream de-
coders. These are the commonly used forward method
[41, §VI.B] and the newer sandwich method [42, 43],
using the terminology of [43].
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Figure 1: Threshold plots for the surface code under circuit-
level noise. Each line corresponds to a fixed distance d =
3, 5, . . . , 17 from shallowest to steepest. Each datapoint is
the mean of 104–107 lots of d measurement rounds; errorbars
show standard error. The inset zooms in on both thresholds
whose coordinate (p, f)th is around (0.755, 10.5) · 10−2 for
UF adapted with the forward method, and (0.735, 6.8) ·10−2

for Snowflake. Here, the standard error is smaller than the
line thickness.

We design Snowflake, a generalisation of the lo-
cal decoders in [17] from the batch to the streaming
case. Snowflake comprises a simple set of local rules
with very little central management, and works for
any error-correcting code with a decoding graph em-
beddable in R3 without ‘long-range’ edges. Examples
include the repetition code and the surface code un-
der circuit-level noise. The pseudocode for Snowflake
is summarised in Algorithm 5.

Snowflake relies on the new frugal method we de-
velop for general stream decoding. This is similar to
the forward method, but differs in that it discards
none of the computation – it is more frugal with re-
sources. This halves both the power draw and the size
of the decoder architecture. We hope the proposal of
this method enables the development of more stream-
ing decoders.

Figure 1 shows that, when tested on the sur-
face code under circuit-level noise, Snowflake recovers
≈97% of the threshold of UF adapted with the for-
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ward method [which we abbreviate as FM(UF)], but
in absolute terms is 24.9(5)% more accurate. More-
over, Snowflake’s mean runtime scaling with the code
distance improves upon original UF. Snowflake has a
distributed implementation that is modular and scal-
able. This is a 3D lattice of processors though we note
an alternative architecture that ‘flattens’ this lattice
onto a 2D grid would be even more practical given cur-
rent chip design capabilities, at a potentially marginal
cost in speed.

Section 2 covers the prerequisite theory. We
describe the frugal method in Section 3, explain
Snowflake in Section 4, then numerically test its ac-
curacy and runtime in Section 5. Section 6 concludes.
In Figs. 2 to 7 and Figs. 15 to 17, the time axis points
upward. Our emulation code is on GitHub at [44].

2 Background
Sections 2.1 and 2.2 introduce widely used formalisms
for modelling noisy circuits. These two subsections
can be skimmed for readers familiar with error correc-
tion. Section 2.3 recaps the batch decoding problem.
In Section 2.4 we generalise to the streaming case and
in Section 2.5 we provide one solution that already ex-
ists in literature. Throughout the paper, we denote
the node and edge sets of any graph Γ as VΓ and EΓ ,
respectively.

2.1 The Detector Error Model
We can model noise affecting the quantum error-
correction code using a detector error model (DEM)
[45, 46]. Constructing a DEM starts with defining a
set of detectors and logical observables, each of which
represents a set of measurements whose parity is de-
terministic in the absence of noise; e.g. a detector
could represent two consecutive measurements of the
same stabiliser at a given point in time. Noise is then
modelled by a set of independent events called error
mechanisms, each of which flips a unique subset of
detectors and logical observables. For stabiliser mea-
surement under the phenomenological noise model,
error mechanisms either a data qubit bitflip or a mea-
surement outcome flip; under a more realistic circuit-
level noise model, they represent sets of error events
within the physical circuit. Appendix A describes the
circuit-level noise model used in our numerics.

A DEM of m detectors, l logical observables, and
n error mechanisms is specified by a triple (H, L,p),
where the matrix H ∈ Fm×n

2 (L ∈ Fl×n
2 ) defines which

error mechanism flips which detector (logical observ-
able), and the vector p ∈ ]0, 1[n defines the proba-
bility each error mechanism occurs; this is usually a
function of some universal noise level p.

In a decoding cycle, the error mechanisms occur
with probability according to p; the occurred set is

represented by a vector e ∈ Fn
2 . This flips a set of de-

tectors and logical observables indicated by the sup-
port of s = He and λ = Le, respectively. The task
of the decoder is to infer λ given s. More generally,
we will use the following definition.

Definition 1. A decoding cycle is one iteration of
the process from when the decoder receives a new (or
updated) s to when it outputs a new (or updated) λ.

In this paper we focus on the l = 1 case; specifically,
the Z memory experiment i.e. inferring whether the Ẑ
observable of one logical qubit has flipped after some
number of stabiliser measurement rounds. We con-
sider decoders that output a specific correction vector
c ∈ Fn

2 satisfying
Hc = s; (1)

the λ inferred is then λ̂ = Lc ∈ F1
2.

2.2 The Decoding Graph
Additionally, we focus on DEMs in which each error
mechanism flips at most two detectors (or DEMs that
can be approximated as such). In this special case, we
can construct a decoding graph G from the DEM. We
start by representing each detector as a node. Then
for each error mechanism: if it flips exactly two detec-
tors {u, v}, we add an edge uv; if it flips exactly one
detector u, we add an edge between u and a dedicated
boundary node which represents nothing physical, but
exists solely to allow the error mechanism to be rep-
resented by an edge.

Thus, VG is partitioned into two sets: detectors
Vd and boundary nodes Vb. Each node is assigned a
unique spacetime coordinate such that for codes with
local stabilisers (e.g. the surface code), there are no
‘long-range’ edges. This locality is useful for local de-
coders that process information between nearby de-
tectors, like Snowflake. Vb is further partitioned into
the west boundary and the east boundary sets, chosen
such that an edge flips the logical observable iff it is
incident to the west boundary.

Since e ∈ EG represents an error mechanism which
can occur or not, we assign e a bit value x ∈ {0, 1}
and may refer to it as a bit value-x edge. The bit value
x is not known to the decoder, but it can flip x: we
call this flipping the edge. Of course, the decoder can
keep track of which edges it has flipped. A defect is
a detector incident to an odd number of bit value-1
edges. The syndrome S ⊆ Vd is the set of defects. The
decoder can modify S: flipping an edge uv updates
S← S△{u, v} where △ denotes symmetric difference.

Definition 2. In the case u ∈ S and v /∈ S, we say
flipping uv will push the defect at u along uv to v. In
the case u, v ∈ S, we say flipping uv will annihilate the
defect at u with the defect at v. We extend this to the
case of a path P of edges connecting a defect at s to
another defect at t (or to a boundary node): flipping
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the edges in P will push the defect at s along P to
annihilate with the defect at t (or with the boundary
node).

Definition 3. A set F ⊆ EG annihilates syndrome
S if F constitutes paths that pair each defect with
either another defect or a boundary node.

2.3 The Batch Decoding Problem
In terms of the decoding graph, the decoding cycle
is as follows. Each edge is assigned bit value 1 with
probability according to p. Knowing only S, the de-
coder must flip edges until S = ∅.

Definition 4. The correction C ⊆ EG is the final set
of edges the decoder chooses to flip.

Flipping edges until S = ∅ means C must annihilate
S; this is equivalent to Eq. (1), where S and C are
analogous to s and c. After applying C, the remaining
bit value-1 edges can only constitute either cycles, or
paths that end at boundaries. Such a path will flip
the logical observable if it ends at the west boundary
exactly once; this motivates the following.

Definition 5. A logical flip is path of bit value-1
edges from the west to the east boundary. The logical
error rate is the logical flip count per d measurement
rounds [47, §VI], where d is the code distance.

The shortest logical flip has d edges. We evaluate
decoder accuracy by calculating the logical error rate.

2.4 The Stream Decoding Problem
We now generalise the batch decoding problem to the
streaming case, relevant for very long memory exper-
iments. Figure 2a,b illustrates the following defini-
tions: a sheet is a subset of VG all with the same t
coordinate, and a layer is the periodic unit subgraph
of G. For the stream decoding problem, there are an
indefinite number of measurement rounds; this means
new layers are constantly being added to the top of G
as in Fig. 2c,d. Note the addition of a future boundary :
a third set of boundary nodes representing detectors
whose parities are yet to be determined. When a new
layer is added, its detectors replace the future bound-
ary of the previous layer. In general, some edges in
the new layer are assigned bit value 1 (specifically, the
probability that x = 1 for each edge equals that of the
analogous edge in the layer below), creating defects in
the new layer. The decoder must constantly add to C
to annihilate these new defects.
At the end of the Z memory experiment, all data

qubits are destructively measured in the Z basis. This
corresponds the final layer that is added onto G, and
it has no future boundary. Since the final form of G
has only a west and east boundary, we can once again
evaluate decoder accuracy by Definition 5.

(a) (b)

(c) (d)

Figure 2: Defects are red nodes; other detectors, green;
boundary nodes, blue. Bit value-1 edges are thick and red;
bit value-0 edges, thin and black. (a) A sheet and (b) a
layer of (c) the decoding graph for the surface code under
phenomenological noise. The west, east, and future bound-
aries are the set of blue nodes on the left, right, and upper
faces of the decoding graph, respectively. (d) How said graph
changes after one measurement round: one layer is added on
top. This is the streaming generalisation of [17, Figure 3b].

For clarity, all figures in the rest of this paper, save
Figs. 7 to 14, use a planar G corresponding to the rep-
etition code under phenomenological noise. However,
the same concepts apply to other graphs such as for
the surface code under circuit-level noise. In the next
subsection we discuss an existing approach to solve
the stream decoding problem.

2.5 The Forward Method
This method was first proposed in [41, §VI.B] as the
‘overlapping recovery method’ but a more detailed ex-
planation can be found in [42, pp 2–3] where it is
called ‘sliding window decoding’. It has been applied
to the general class of quantum low-density parity-
check codes (LDPC, which includes the repetition and
surface codes) [48–51]. It reduces the stream decoding
problem to batch decoding by chunking the syndrome,
decoding each chunk, then stitching together all the
corrections. The chunks must overlap, else a small de-
fect pair could straddle two consecutive chunks hence
be decoded inaccurately.

More concretely, assume G already comprises many
layers, and define the following.

Definition 6. The decoding window is at any given
time a graph W = (C ∪ B) ⊆ G comprising c + b
consecutive layers of G, wherein the highest sheet of
detectors is replaced by a future boundary. The lowest
c layers of W is the commit region C; the highest b
layers of W is the buffer region B.

Definition 7. The tentative correction T ⊆ EW is
the decoder’s output for a given decoding window W .
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(a) (b) (c)

Figure 3: Two decoding cycles of the forward method. The
decoding window (Definition 6) is the solidly outlined rect-
angle with boundaries in blue. Defects are red dots. The
tentative correction (Definition 7) comprises the red lines;
edges flipped by the decoder, black lines. The commit and
buffer region heights are c and b, respectively. (a) The tenta-
tive correction contains a path that spans both regions. (b)
This path is partially committed which makes an ‘artificial
defect’ at the bottom of the new window that must also be
annihilated. (c) The rest of the path is committed.

This differs from Definition 4 in that T may not be fi-
nal. We say we commit edges from T when we transfer
them to C.

The forward method is illustrated in Fig. 3. W starts
at the bottom, i.e. as the lowest c+b layers, of G, and
C = ∅ initially. The method then indefinitely repeats
the following (skipping step 1 in the first iteration).

Algorithm 1 The forward method decoding cycle.
1: Raise W by c layers i.e. redefine it as the subgraph

of G that is c layers higher.
2: Use any batch decoder to find a tentative correc-

tion T that annihilates S ∩ VW .
3: Update C← C ∪ (T ∩ EC) and forget T ∩ EB .

Remark 1. Since b ‘layers of computation’ are forgot-
ten per decoding cycle, decoding τ sheets of syndrome
data discards a total of ≈bτ/c layers of computation.
Remark 2. Assuming all probabilities in p are of the
same order, we need the window overlap b ≳ d to
ensure no loss in accuracy [52, §IV.D]. For c on the
other hand, there is no such lower limit imposed i.e.
we could set c = 1 with no loss in accuracy (so long
as b ≳ d). However, there are other reasons why c
cannot be too small or large: if too small, then many
layers of computation are discarded; if too large, then
W becomes too tall leading to slow decoding cycles
or in the case of a lookup-table decoder, high memory
requirements.
The most common choice thus is c = b = d though
others have been explored e.g. 0 ≤ b < d [3, §3] [43,
§B.2] [52, §VII.C] [53, §5.2] or c = 1 [54, §5.1] [49, 50].

In almost all cases, a considerable amount of com-
putation is discarded. This is true for the sandwich
method too as it also requires overlapping windows.

Remark 3. The future boundary in W improves de-
coding accuracy [43, §B.3] compared to if it were ab-
sent, as it allows the decoder to account for small
defect pairs that straddle this boundary like the one
in Fig. 3a. By tentatively pairing the known defect
to the future boundary, the decoder delays the deci-
sion on how to properly annihilate it until it discovers
the other defect just above in Fig. 3b. The same oc-
curs with another defect near the top of this window,
but this time it turns out there are no nearby defects
above, so it is instead paired to the west boundary in
Fig. 3c.

Remark 4. In hard real-time decoding, the decoder
is given a hard time limit for each decoding cycle,
which should be set to no longer than c ancilla qubit
measurement intervals. If it exceeds this limit, it is
interrupted and the logical qubit is assumed to fail.
On the other hand, soft real-time decoding demands
less by introducing a buffer (in the conventional sense)
between the newest measurement data and the data
being decoded, in which case only an average decod-
ing cycle must complete faster than c intervals; any
slower then the backlog of syndrome data grows in-
definitely [16, p 326]. In practice, decoding will likely
be a hard real-time system [19, §2.1].

This remark applies also to the frugal method dis-
cussed in the next section. We analyse both individ-
ual and mean runtime for Snowflake in Section 5.2.

3 The Frugal Method
In this section we describe our alternative to the for-
ward method. The frugal method can be thought of
as eagerly raising the decoding window during the
computation of the correction, meaning it need only
be complete within the commit region. This idea is
made more precise below.

Algorithm 2 The frugal method decoding cycle.
1: Raise W by c layers, same as in Algorithm 1.
2: Find a tentative correction T that satisfies Con-

dition 1. This condition is weaker than that in
Algorithm 1.

3: Update C← C∪(T∩EC), same as in Algorithm 1.
The difference is that T∩EB and the computation
(i.e. the internal state of the decoder) associated
with B is not forgotten but used as a starting
point for, and further developed in, the next de-
coding cycle.

Condition 1. T annihilates S ∩ VC .
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(a)

(b)

Figure 4: Two examples of how Snowflake finds its tentative correction. Features are shown as in Fig. 3 and additionally,
clusters (Definition 8) are outlined in green. (a) A cluster grows around one defect as the decoding window is raised, while the
defect is always pushed (Definition 2) to the highest point. As soon as the cluster touches a boundary, the defect is instead
pushed to that boundary (in this case, the cluster touches the west and east boundaries at the same time and arbitrarily
chooses to push westward). This inactivates (Definition 9) the cluster so it stops growing. It gradually disappears from view.
The defect’s path is staircase-like as it comprises edges from the decoding graph. (b) Two defects separated in time and space
(this time viewed from the perspective of the window so clusters appear to fall). The lower cluster is older, hence larger,
when both clusters merge. Frame 3 shows the lower defect on its way to the highest point to annihilate with the other defect,
inactivating the resultant cluster.

Remark 5. The reuse of computation in step 3 means
zero layers of decoder computation are discarded, re-
gardless of b or c (c.f. Remark 1).

As computation is never discarded, the power draw
and thus heat generated by the device is minimised.
This is vital for an on-chip, local decoder integrated
with the qubits, as most qubit platforms demand low
temperatures. Compared to the forward method for
c = b, where 1 layer of computation is discarded per
sheet of syndrome data, the power draw is halved.

Given Remark 5, for the rest of the paper we set
c = 1 in the frugal method. This has no effect on the
decoding accuracy, but it means the method becomes
local (provided the decoder itself is local) as, from
the perspective of the decoding window, data shifts
down by one layer when W is raised. The commit
region C is also one layer thick, so C ∩ EC can be
offloaded from the bottom of the decoding window
locally. Conceptually, this makes the method much
more granular in nature.

We note the frugal method is similar to another
recently proposed stream decoding method called fu-
sion [55, §IV]. Further, the special case of the frugal
method with c = 1 is very similar to a special case of
fusion called round-wise fusion [56, §6], in which the
decoder updates its solution every time a new sheet
of syndrome data arrives. Like the frugal method, fu-
sion also avoids redundant computation, but does so

by dividing the decoding graph into windows that do
not overlap, then relying on the properties of MWPM
to guarantee no loss in accuracy when combining solu-
tions from neighbouring windows. Since fusion is de-
signed specifically for use with MWPM, it is unclear
if and how much accuracy is lost when used with UF.

4 Snowflake

In this section, we present our decoder. Section 4.1
describes Snowflake’s main idea of modifying UF for
the gradual window-raising of the frugal method. Sec-
tion 4.2 discusses choices in cluster growth that drasti-
cally affect decoding accuracy. Snowflake uses a mod-
ified decoding window without a future boundary (so
in Definition 6, the highest sheet of detectors and its
incident edges is simply absent); this will be explained
in Section 4.3. We conclude in Section 4.4 by describ-
ing a distributed implementation of our decoder.

In Snowflake, we imagine flipping edges (thus al-
tering S) during the computation of T in Algorithm 2
step 2. Snowflake then performs steps 1 and 3 simul-
taneously, committing said flips in EC as W is raised.
This has no physical consequence on the qubits, as C
is ultimately only tracked by classical electronics in
the so-called Pauli frame [57, 58].
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4.1 Main Idea
The algorithm is inspired by UF and explained by
analogy to snowfall. As snowflakes fall they gradually
grow. If two snowflakes touch they merge i.e. become
one. In the same way, an active cluster nucleates at
each new defect at the top of the decoding window
and grows as it falls. If two clusters touch they merge
and become one. Figure 4 illustrates these ideas, and
below we make them more precise.

Definition 8. A cluster K is a connected subgraph
of W with the additional property that edges can be
half-included in it. Connectivity is defined by the fully
included edges. It touches another cluster L (or a
boundary Vb) if VK ∩ VL ̸= ∅ (or VK ∩ Vb ̸= ∅).

Each edge e ∈ EW has a growth value, e.growth ∈
{0, 1

2 , 1} indicating how much of it is included in any
cluster. When a cluster grows, it does so in all possi-
ble directions (defined by the edges of G) by half an
edge; this is concretely achieved through Algorithm 3
Grow.

Algorithm 3 Cluster procedures in Snowflake.
procedure Grow(K)

2: for all e ∈ EW : e is incident to VK do
e.growth← min{1, e.growth + 1

2}

4: procedure Merge(K)
if VK has a boundary node v then

6: root := v
else

8: root := v ∈ VK with highest t coordinate
for each defect v in K do

10: P := a path in K from v to root
flip the edges in P

When two clusters become connected by a fully grown
edge, they become a single cluster by Definition 8.

Definition 9. A cluster is inactive iff all its defects
can be annihilated by flipping some subset of its fully
included edges; else, it is active.

Active clusters will eventually inactivate if they grow
large enough; this is the general idea of UF: to min-
imally grow each active cluster until it inactivates.
Note the following lemma from [17, §A.2].

Lemma 1. A cluster is inactive iff it has an even
defect count or touches a boundary.

Snowflake determines the first condition by pushing
all defects to a unique point in the cluster called the
root, determined in Algorithm 3 Merge. When two
defects meet they annihilate, so eventually zero or one
defect will remain at the root, indicating the cluster’s
defect count parity. In Line 11, defects are pushed to
the root by flipping edges, as per Definition 2. In this
way, T is the symmetric difference of all paths traced

(a) (b) (c)

Figure 5: A concrete depiction of Fig. 4b for a distance-5
code to show how the 1:1 cluster growth schedule violates
Lemma 2. Ungrown edges are invisible; half-grown, dotted;
fully grown, solid. Edges flipped by the decoder are in black.

by defects and moreover is guaranteed to annihilate
the defects in any inactive cluster. The idea then is to
inactivate all clusters once they have fallen far enough.
Note it is not necessary for the path a defect takes to
reach the root to be of minimum length.

4.2 Cluster Growth Schedules
Here we consider two different cluster growth sched-
ules i.e. rules on how active clusters grow. Sec-
tion 4.2.1 introduces the simplest possible one, 1:1,
and identifies an issue that hinders its accuracy. We
fix this in Section 4.2.2 with an improved schedule,
2:1.

4.2.1 1:1 Schedule

In the most straightforward schedule, Snowflake per-
forms one growth round per decoding cycle, as the ex-
ample in Fig. 5 shows. A growth round here comprises
growing each active cluster once, redefining touching
clusters, and pushing defects to roots. Algorithm 4
summarises this.

Algorithm 4 A decoding cycle of Snowflake with the
1:1 schedule, using procedures from Algorithm 3.

raise W by 1 layer
for each active cluster K do

Grow(K)
for each cluster K do

Merge(K)

To see the issue with this schedule, first note the fol-
lowing lemma for [32, Theorem 1] that is satisfied by
original UF.

Lemma 2. Whenever a cluster grows, the number of
initial bit value-1 edges (i.e. whose bit values are ini-
tially 1) covered by the union of all clusters increases
by ≥1/2.

This relies on the impossibility for two active clusters
to be only half an edge apart. The theorem leads to
the following for original UF.

Corollary 1. Any combination of s < d/2 bit value-1
edges can be corrected.
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Proof. Lemma 2 guarantees that after 2s growth
rounds, all initial bit value-1 edges are covered by
the union of all clusters, and no more growth occurs.
The largest possible cluster diameter after this many
growth rounds is 2s < d so no logical flip is possi-
ble.

For Snowflake with the 1:1 schedule, it is possible
for two active clusters to be only half an edge apart;
see e.g. Fig. 5b. Then, during growth, they will over-
grow ‘into each other’ rather than stop growing as
soon they touch. This violates Lemma 2 and leads to
unnecessarily large clusters. E.g. assume the defect
pair in Fig. 5a resulted from s = 2 initial bit value-
1 edges; in c, two clusters grow but only 1/2 more of
the initial bit value-1 edges are covered. The resultant
cluster has diameter 9/2 > s.

4.2.2 2:1 Schedule

To fix this, we can grow clusters more cautiously.
Note in Fig. 5b it is enough for just one of the clusters
to grow for the two to merge, and the reason they are
half an edge apart is that one has grown an even, and
the other an odd, number of times. So, define a whole
(half) cluster as one that has grown an even (odd)
number of times, and a mixed cluster as one that has
resulted from merging a whole with a half cluster.
Visually, a whole (half) cluster is, when isolated (al-
ways), surrounded by ungrown (half-grown) edges. A
mixed cluster, e.g. in Fig. 5c, is always surrounded by
both types of edge.
In this schedule, Snowflake performs two different

growth rounds per decoding cycle: first growing the
whole clusters, then the half clusters, as Fig. 6 shows.
After each round, all clusters reevaluate their activ-
ity. Mixed clusters need not be considered due to the
following.

Proposition 1. Mixed clusters never occur with the
2:1 schedule.

We prove this in Appendix B. Lastly, for balance,
whole clusters that grow in the first round (thus be-
coming half clusters) do not grow again in the same
decoding cycle. Algorithm 5 summarises this.

Algorithm 5 A decoding cycle of Snowflake with the
2:1 schedule, using procedures from Algorithm 3.

raise W by 1 layer
2: for each active whole cluster K do

Grow(K)
4: for each cluster K do

Merge(K)
6: for each active half cluster K do

if no part of K grew in Line 3 then
8: Grow(K)

for each cluster K do
10: Merge(K)

(bi) (bii) (ci)

Figure 6: Continuing from Fig. 5a but with the 2:1 cluster
growth schedule, which shows Lemma 2 is no longer violated.
‘i’ labels the first growth round of the decoding cycle; ‘ii’, the
second.

The 2:1 schedule satisfies Lemma 2 as it prevents
the overgrowth issue: if two active clusters are half
an edge apart, only one of them will grow. E.g. in
Fig. 6ci, only the whole cluster (lower west) grows and
the resultant half cluster has diameter 4 = 2s. Our
numerics in Appendix C show the 2:1 schedule almost
doubles the threshold of 1:1, so for the rest of this
paper, we consider Snowflake with the 2:1 schedule.

4.3 Constructing the Decoding Window
We now discuss the boundaries and required height
of Snowflake’s decoding window. Despite Remark 3,
Snowflake uses a modified decoding window without
a future boundary because in either schedule, clusters
fall twice as fast as they grow so this boundary would
never be touched.

The height of the buffer region is lower-bounded by
the following.

Proposition 2. The minimum layer count of the
buffer region that guarantees Condition 1, is bmin :=
2⌊d/2⌋.

Proof. Defects are annihilated by either meeting an-
other defect or being pushed to a boundary. So a
longest-living defect is one like that in Fig. 4a: never
meeting another defect, and created as far as possi-
ble, i.e. ⌊d/2⌋ edges, from any boundary. The cluster
containing this defect grows outward by half an edge
per decoding cycle so will touch a boundary after bmin
decoding cycles, at the (bmin +1)th layer from the top.
So T always annihilates all defects in this layer and
below, but not above.

We set b = bmin for our distributed implementation.
Minimising c and b in the frugal method roughly
halves the height of W compared to the forward
method for c = b = d. As Fig. 7 shows, this more
than halves the processor count of our implementa-
tion described in the next subsection.

4.4 Distributed Implementation
Here we describe how Snowflake can run on a dis-
tributed implementation. We use the same local ar-
chitecture of Macar and Actis in [17]: a processor for
each node in VW , a communication link for each edge
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(a) (b)

Figure 7: Distributed implementation of the decoders bench-
marked in Section 5; the two shown here are for the distance-
5 unrotated surface code. Each square is a classical proces-
sor; each line is a communication link. Darker squares corre-
spond to boundary nodes in the decoding graph. (a) Macar
[17] adapted with the forward method. (b) Snowflake; note
the absence of a future boundary.

and one controller which manages the global variables
of the algorithm. For the surface code, the processors
and links form a 3D lattice oriented so the time axis
points upward, as in Fig. 7b. Our decoder is pipelined
as successively lower layers in the lattice process in-
creasingly mature stages of decoding.

Snowflake is compatible with any choice of network
for controller–processor communication, be it the hi-
erarchical tree used in Macar or the strictly local stag-
ing and signalling tree in Actis, with synchronous or
asynchronous logic. We thus leave this as an imple-
mentation choice.

To rudimentarily measure the speed of our imple-
mentation, we consider a simple computational model
similar to cellular automata. Each component (i.e.
controller or processor) updates its state based on
its previous state and that of its neighbours. These
updates occur synchronously across the whole imple-
mentation, allowing us to define the following.

Definition 10. A timestep is the duration between
consecutive updates of a component’s state.

The clock cycle of a hardware implementation would
roughly be proportional to a timestep. Definition 10
limits how fast information propagates through the
3D lattice: messages travel one communication link
per timestep. For example, Algorithm 3 Grow lasts
1 timestep, since information need only travel from a
node to its incident edges. On the other hand, Merge
lasts a variable number of timesteps dependent on
the diameter of the cluster, because information must
propagate through the whole cluster to establish its
root, and to push defects to this root. Appendix D
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Figure 8: Errorbars show standard error. (a) Gradient m
of the lines in the p ≤ 6 · 10−3 region of Fig. 1, estimated
using Weighted Least Squares. The dashed blue line shows
the asymptotic (p → 0) value m = (d + 1)/2 from theory
[59, §5]. (b) Deviation of said gradient from the mean m̄ :=
1
2 (mFM(UF) + mSnowflake) of both decoders.

provides the rest of the details of our distributed im-
plementation.

5 Numerics
Here, we numerically analyse the accuracy, through-
put, and latency of Snowflake in Sections 5.1, 5.2
and 5.3, respectively. We wrote a Python pack-
age [44] to emulate the distributed implementation
of Snowflake that follows the computational model
from the previous subsection. We use it to run the
Z memory experiment using the surface code under
the circuit-level noise model detailed in Appendix A.
Specifically, we decode the syndrome from n≫ d sta-
biliser measurement rounds, then count one of two
features depending on if we are benchmarking accu-
racy or throughput. To benchmark latency, we emu-
late and decode the end of the memory experiment.

For comparison we also benchmark FM(UF). We
fix its decoding window to c = b = d as we found that
smaller c, b values led to both worse accuracies and
overall runtimes, consistent with Remark 2. The dis-
tributed implementation of FM(UF) i.e. FM(Macar),
and of Snowflake, is shown in Fig. 7. For both, the
controller–processor communication time cost is the
same, so we exclude it by assuming the controller con-
nects directly to each processor.

5.1 Accuracy
We evaluate accuracy by Definition 5: after decoding,
we count the number l of logical flips, identifying such
paths using the method described in [60]. We then

estimate the logical error rate f̂ = ld/n.

Figure 1 compares the accuracy of FM(UF) and
Snowflake, for practical noise levels and code dis-
tances. Below threshold, we assume the power law
f/fth = (p/pth)m. Figure 8 shows the subthreshold
gradients m(d) are indistinguishable for the two de-
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Figure 9: Decoder throughput against surface code distance
d, for various circuit-level noise levels p below threshold. A
timestep is defined in Definition 10. Each solid (dashed) line
shows the mean (99th percentile) of 103 lots of d measure-
ment rounds; shading shows standard deviation. The stan-
dard error of the mean is smaller than the solid line thick-
ness. (a) Macar [17] adapted with the forward method. (b)
Snowflake. (c,d) Same as a,b but rescaled.

coders so we can characterise their accuracy difference
solely by their thresholds.
While FM(UF) has a slightly higher threshold,

Snowflake leads to a logical qubit lifetime 1/f that
is 24.9(5)% longer on average over the Fig. 1 data.
We are unsure why Snowflake is more accurate but
suspect it may relate to its smoother treatment of G.
The most obvious difference between the outputs of
UF and Snowflake is in the relative cluster sizes e.g.
were UF used in Fig. 6, both clusters would be the
same size when they merge. In Appendix E we rule
out another possible explanation related to how each
decoder resolves a cluster touching both boundaries.

5.2 Throughput
For this we count the number of timesteps (Defini-
tion 10) to decode. We consider this per d mea-
surement rounds as each logical operation lasts O(d)
rounds using lattice surgery [61], the best known
technique for universal computation with the surface
code when the quantum device has local connectivity
[62, 63]. We also consider the timestep count per sta-
biliser measurement round because for real-time de-
coding, the decoder’s throughput requirement is im-
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Figure 10: A more detailed view of the p = 10−3 throughput
data in Fig. 9c and d, respectively. Within each histogram:
the horizontal magenta (red) line shows the mean (maxi-
mum) of 103 lots of d measurement rounds, and the x-axis
scale is logarithmic.

posed by the quantum device’s stabiliser measurement
round duration [19, §1] e.g. ≈1 μs for superconducting
qubits [64, Figure 1] [65, p 924].

Figure 9 compares the runtime of FM(Macar) and
Snowflake. To adapt Macar with the forward method,
we measure its runtime to decode a window, then add
c timesteps due to step 1 of the forward method. Us-
ing this data, Table 1 estimates the scaling m, assum-
ing mean runtime ∝ dm.

Table 1: Gradient m of the solid lines in Fig. 9a,b estimated
using Weighted Least Squares.

p FM(Macar) Snowflake
4 · 10−3 0.94(1) 1.770(4)

10−3 0.778(8) 1.42(1)
4 · 10−4 0.761(7) 1.34(2)

10−4 0.69(2) 1.16(2)

It shows that FM(Macar)’s scaling is sublinear (m <
1) whereas Snowflake’s is subquadratic (m < 2).
Remark 6. We suspect this difference in mean run-
time scaling is because for FM(Macar), active clusters
in the same batch all grow at the same time regard-
less of their vertical coordinate. In Snowflake, this
process is somewhat serialised: older active clusters
start growing before newer ones do, as they enter W
earlier; see e.g. Fig. 4b.
Despite this discrepancy, subquadratic is still better
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than the slightly-higher-than-cubic scaling [40, §II.B]
of original UF.
To investigate the practical regime further, Fig. 10

plots the distribution of runtimes for both decoders
at a practical noise level of 10−3, where Snowflake
is ≈0.9–3.5 times slower than FM(Macar). Neither
distribution has a long tail; such consistent runtimes
are beneficial for hard real-time decoding: the time
limit can be set lower for a given target timeout fail-
ure rate, accelerating the quantum program and in-
creasing qubit coherence. Note that Snowflake uses
fewer than half the number of processors compared to
FM(Macar) (see Fig. 7). Snowflake may therefore be
advantageous in architectures where decoder footprint
is more of a limitation than decoding throughput.

5.3 Latency
Latency is the duration between the decoder receiving
the final sheet of syndrome data (corresponding to the
end of the memory experiment) to when the decoder
commits its final tentative correction. Low latency is
crucial for gate teleportation, where the correction to
the logical observable can no longer be tracked in the
Pauli frame [66].
Figure 11 plots the distribution of latencies for both

decoders at a practical noise level of 10−3. As before,
we adapt Macar with the forward method by measur-
ing its runtime to decode a window W but this time
add b + c timesteps because the final commit region
comprises all b + c layers of W . The figure shows that
Snowflake has a lower latency than FM(Macar); this
is mainly due to the height d of Snowflake’s decoding
window, which is half that of FM(Macar).

6 Conclusion
We propose the frugal method for stream decoding of
quantum error-correcting codes for which there exists
a decoding graph embeddable in R3 without ‘long-
range’ edges. As [50, §V] points out, this paradigm of
reusing decoder information from previous windows
has been explored already for classical LDPC codes
e.g. in [67, §III.B.2]. We also design Snowflake, a sim-
ple decoder compatible with the frugal method and
numerically benchmark its distributed implementa-
tion. It is more accurate than original UF and its
runtime scales more favourably. There are various
avenues of further investigation for the frugal method
and Snowflake:

2D Architecture The serialisation in the vertical
direction mentioned in Remark 6 suggests the viabil-
ity of an alternative architecture: ‘flattening’ the 3D
lattice down onto a 2D grid so there is one processor
for each set of nodes of the same (x, y) coordinate i.e.
each ancilla qubit. This comes at the cost of serialis-
ing the operations within each set, but if these opera-

0

20

40

60

80

100

(a)

30

20

40

60

(b)

5 7 9 11 13 15 17 19 21 23 25
code distance d

la
te

nc
y 

/ t
im

es
te

p

Figure 11: Decoder latency against surface code distance for
circuit-level noise level 10−3. A timestep is defined in Def-
inition 10. Within each histogram: the horizontal magenta
(red) line shows the mean (maximum) of 104 shots, and the
x-axis scale is logarithmic. (a) Macar [17] adapted with the
forward method. (b) Snowflake.

tions are inherently serial, the cost could be marginal.
There are two benefits: first, it is more practical as a
2D chip is far easier to build than a 3D lattice of pro-
cessors; second, messages passed vertically would be
instantaneous within a timestep. Future work would
involve emulation and numerical analysis of this flat-
tened implementation.

Asynchronous Logic As discussed in [17, §6],
controller–processor communication could run by
asynchronous (instead of synchronous) logic, which
would speed up Snowflake. One could explore which
other processes in Snowflake could be sped up by
asynchronous logic.

Weighted Edges Clusters could grow along edges
at different speeds to account for their different prob-
abilities in p, which would improve accuracy [21].
These speeds could even be configurable in the hard-
ware to fine-tune the noise model during a calibration
stage; this however would alter Proposition 2, requir-
ing bmin to also be configurable, which is nontrivial.

Computation Recently, the sandwich method has
been generalised from quantum memory to lattice
surgery-based computation [52, 53, 68]. We pro-
pose an alternative approach to decoding lattice
surgery that exploits the granular and local nature
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of Snowflake. Imagine the decoder as a homogeneous
substrate positioned just above the entire 2D lattice
of qubits. Regions of this substrate are turned on
(to decode) wherever the below qubits are involved
in surgery. Snowflake would work best with so-called
twist-free lattice surgery [69, §IV] which minimises
the use of nonlocal stabilisers. These elongated sta-
bilisers introduce in G additional detectors [70, Ap-
pendix A.3] and accounting for them in our scheme
would be nontrivial. Some details of the distributed
implementation in Appendix D.1 would need to be
generalised. E.g. since boundaries vary during lattice
surgery, the ID of each processor would no longer be
a constant integer; rather, a combination of a con-
stant 3D coordinate and a (relative) variable boolean
indicating whether the processor represents a bound-
ary node. This preserves Remark 7. For controller–
processor communication, a hierarchical tree like that
used in Macar would be best, as communication cost
would then scale logarithmically with the length of
the qubit lattice, which may be much larger than d.
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A Noise Model
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Figure 12: The (a) Z- and (b) X-stabiliser measurement cir-
cuits for the surface code. n, w, e, s are the data qubits
north, west, east, and south of ancilla qubit a, respectively.
Each data qubit interacts with a different ancilla qubit every
step for the first four steps but only one interaction is shown.
The initial state of a is the measurement outcome from the
previous round i.e. |0⟩ or |1⟩ for (a), and |+⟩ or |−⟩ for (b).

Probability Error Process
pM qubit measurement reports the op-

posite outcome
p1 qubit idle is followed by an error

drawn randomly from {X̂, Ŷ, Ẑ}
p2 CX̂ is followed by an error drawn

randomly from {Î, X̂, Ŷ, Ẑ}⊗2 \{Î⊗2}

Table 2: Error processes for the circuit-level depolarising
noise model. Each process can occur once in each of the
5 steps in Fig. 12.

Our numerics were performed using the same noise
model as in [17, §B]. Namely, we assume the stabiliser
measurement circuits in Fig. 12 and apply the error

processes in Table 2, using the balanced parametrisa-
tion from [72, p 1]:

(pM, p1, p2) =
(2

3
4
5 ,

4
5 , 1

)
p, (2)

where p is the noise level.

B Proof of Proposition 1
We first define three functions. The wholeness of a
non-mixed cluster K is

wh K :=
{

1 K a whole cluster,
1
2 K a half cluster.

(3)

The ungrown length of a path P in W that comprises
f fully grown edges, h half-grown edges, and z un-
grown edges, is

l(P ) := 1
2 h + z. (4)

The ungrown distance between clusters K, L is the
minimum ungrown length of a path from a node in K
to a node in L:

d(K, L) := min{l(uv, . . . , wx) : ux ∈ VK × VL}. (5)

Now consider the following.

Lemma 3. After each growth round of Snowflake
with the 2:1 schedule, we have

d(K, L) ∈ Z + wh K + wh L (6)

for any two non-mixed clusters K, L.

Proof. By induction on the number r of growth
rounds elapsed.

Consider base case r = 0. All e ∈ EW are ungrown
so l(P ) ∈ Z for any path P in W , and so d(K, L) ∈ Z.
All clusters are whole so wh K + wh L = 2, and so
Eq. (6) is true for r = 0.

Now the inductive step; assume true after r growth
rounds and consider growth round r + 1. If. . .

1. neither K nor L grows, all terms in Eq. (6) are
unchanged;

2. K grows but not L, d(K, L) decreases by 1
2 and

wh K changes by 1
2 ;

3. both K and L grow, we must have wh K+wh L ∈
{1, 2}, so K and L cannot be half an edge apart
before growth, so d(K, L) decreases by 1. Also,
wh K and wh L each change by 1

2 .

In each case, Eq. (6) remains true.

Now we can prove the desired statement.

Proof of Proposition 1. There are no mixed clusters
initially. By Lemma 3, a whole cluster never merges
with a half cluster, so mixed clusters never form.
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C Schedule Accuracy Comparison
Section 4.2 discussed 1:1 and 2:1 as two possible clus-
ter growth schedules for Snowflake. Figure 13 shows
how Snowflake performs with each schedule: 2:1 al-
most doubles the threshold pth of 1:1.

0.2 0.5 1.0 5.0 9.0
noise level p ×10 3

10 7
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Figure 13: Same as Fig. 1 but the blue lines instead show
data for Snowflake with the 1:1 cluster growth schedule. The
coordinate (p, f)th of the threshold is around (0.375, 9)·10−2

for 1:1, and (0.735, 6.8) · 10−2 for 2:1.

D Distributed Implementation of
Snowflake
In this section we refer to processors as nodes and
communication links as edges. The controller can
broadcast the same boolean to, and receive (without
knowing the sender) booleans from, every node.
In Appendix D.1 we list the variables each compo-

nent stores and in Appendix D.2 we explain how they
are manipulated in order to effect Snowflake. Ap-
pendices D.3 and D.4 explain the variable-duration
stages in more detail. Appendix D.5 describes how
we minimise decoding latency after all data qubits
are measured out.

D.1 Setup
Each node v ∈ VW is assigned a unique integer ID and
stores the following variables:

1. active is a boolean indicating whether v is in an
active cluster. If v.active = true we say v is
active.

2. whole is a boolean indicating whether v is in a
whole cluster. If v.whole = true we say v is
whole.

3. CID is an integer indicating the cluster that v
belongs to. Clusters are identified by the lowest
ID of all its nodes. The node of this ID is the root.
CID can also adopt the value reset to indicate v
should unroot (defined in Appendix D.4.2) in the
next timestep.

4. defect is a boolean indicating whether v has a
defect. This can be thought of as a particle which
is passed between nodes. When a node receives
two defects in a timestep, they annihilate.

5. pointer is the direction v should push the defect
(by flipping the corresponding edge). Possible
values (under circuit-level noise) are C, N, W, E, S,
D, U, NU, WD, EU, SD, NWD, SEU, representing respec-
tively centre, north, west, east, south, down, up,
and combinations thereof. Following the point-
ers starting from v should eventually lead to the
root of the cluster that v is in. Only roots have
pointer = C as they do not push defects but
accumulate them.

6. grown is a boolean indicating whether the cluster
that v is in has grown in the first growth round
of the current decoding cycle.

7. unrooted is a boolean indicating whether v has
unrooted in the current decoding cycle.

8. busy is a boolean indicating whether v is busy.

9. stage is the current stage of Snowflake. This
follows the flowchart in Fig. 14.

drop grow whole merging whole

grow half merging half

Figure 14: Flowchart for the stages of Snowflake: drop,
grow whole, and grow half each last one timestep whereas
the other two last a variable number, hence their loops. The
dashed (solid) arrows indicate advances by the global con-
troller (each node locally). Snowflake cycles through all five
stages once per decoding cycle.

We refer to the first five variables as relative and the
last four as absolute. Each edge e ∈ EW has the
following variables:

1. growth is its growth value which is in {0, 1
2 , 1}.

2. correction is a boolean indicating if e ∈ T.

These are stored as additional relative variables at
the endpoint with the lower ID. It helps to define the
owned edges as those whose variables a node stores:

v.owned := {uv : uv ∈ EW and v.ID < u.ID}. (7)
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Figure 15: A decoding cycle example for a distance-3 code. Edges are shown as in Fig. 5. Active nodes are squares; inactive
nodes, circles. CID is shown as a label. Pointers are shown by arrows on edges. (a) Each node is in its own cluster so has
CID = ID. Two clusters are active. (b) All relative variables fall by one layer, including CID which is adjusted to refer to the
node below. A new defect appears at the top. (c) Node 9 grows its incident edges by 1

2 as it is active and whole. (d) Node
6 recognises it is a root with a defect, so becomes active. (e) Node 10 grows its incident edges by 1

2 as it is active and half.
Nodes 10 and 11 now each see a lower CID than their own when they look at their neighbours along fully grown edges. (f)
They adopt that CID and point toward that neighbour; node 8 thus sees a lower CID than its own. (g) A defect is pushed along
a pointer to the root which flips an edge. Node 8 updates its CID and pointer, so now the 4-node cluster is fully flooded
but not yet fully synced. (h) Throughout this stage, each non-root node was adopting the active variable of the node it was
pointing to. This activity propagation now completes, so the 4-node cluster is fully synced.

D.2 Procedures
Though the pseudocode in this subsection explains
exactly what each component does, it is difficult to
infer from this the emergent effect. We describe the
latter in the accompanying prose.

Algorithm 6 Run by controller every timestep.
if not (waiting or any v.busy) then

for v ∈ VW do
v.stage← next stage

if v.stage was merging whole then
wait 1 timestep

else ▷ v.stage was merging half
wait 2 timesteps

In each timestep the controller runs Algorithm 6
which, during either merging stage, tells all nodes to
advance to the next stage if none of them are busy.
This is the only time the controller must communicate
with the nodes, as the merging stages are the only
ones of variable duration.

Algorithm 7 Run by node v every timestep.
call the procedure in Algorithm 8 matching v.stage
if v.stage ̸∋ merging then

v.stage← next stage

At the same time, each node v runs Algorithm 7,
calling procedures from Algorithm 8. Stage drop adds
to C and raises W by one layer, as in Fig. 15b. Each
node v in the top sheet of W starts in its own cluster,
thus sets its relative variables to reflect this (Lines 10

and 11). v.whole, v.CID, and v.pointer need not be
explicitly reset as they never change from their correct
values of true, v.ID, and C, respectively.

Stage grow whole grows all edges around each ac-
tive whole cluster by 1

2 , as in Fig. 15c. Stage
grow half does the same but for active half clusters
that have not already grown in the current decoding
cycle, as in Fig. 15e.

Figure 15d shows a merging example that lasts just
one timestep, and f–h shows one that needs three
timesteps. The merging whole stage is the same as
merging half but with two extra processes, so we
first explain the latter: it comprises two processes,
syncing and flooding, which occur independently. We
thus split MergingHalf into two subroutines, given
in Algorithm 9, effecting each process.

D.3 Processes Common to Both Merging
Stages
In flooding, newly touching clusters adopt the lowest
CID among them. This CID propagates as a flood
starting from where they touched: each node looks
at its neighbours along fully grown edges. If it sees a
lower CID than its own, it adopts that CID and points
toward that neighbour (Lines 44 to 47). After this
process, all nodes in a given cluster will have the same
CID, and following the pointers will always lead to the
root promised by CID.

Remark 7. Crucial to the algorithm is that boundary
nodes are of lower ID than detectors. Each root can
thus determine if its cluster touches a boundary by
checking if itself is a boundary node.

In syncing, all defects are pushed along pointers to-
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Algorithm 8 The five procedures that can be called in Algorithm 7.
procedure Drop(v)

2: v.grown← false
for e ∈ v.owned ∩ commit region do

4: if e.correction then ▷ Commit e.
C← C △ {e}

6: if ∃ node u below v then ▷ Shift relative data down one layer.
v.CID← ID of node below current root

8: send all relative variables to u
if v ∈ top sheet of W then ▷ Inherit the new measurement round results.

10: v.defect← whether the measurement of the corresponding ancilla qubit differs from the last round
v.active← false

12:
procedure GrowWhole(v)

14: if v.active and v.whole then
Grow(v)

16: v.grown← true
if v ∈ bottom sheet of W and v.pointer ∋ D then ▷ Start unrooting v.

18: v.CID← reset
v.pointer← C

20:
procedure GrowHalf(v)

22: v.unrooted← false
if v.active and not v.whole and not v.grown then

24: Grow(v)

26: procedure MergingWhole(v)
v.busy← false

28: Syncing(v)
FloodingWhole(v)

30:
procedure MergingHalf(v)

32: v.busy← false
Syncing(v)

34: FloodingHalf(v)
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Figure 16: A decoding cycle which demonstrates unrooting. Relative variables are shown as in Fig. 15. CID value reset is
labelled ‘R’. Nodes with unrooted as true are outlined in black. (a) There is a 5-node cluster. (b) A downward pointer is
dropped to the bottom east detector. (c) Thus, this detector starts unrooting. (d) The bottom west detector sees this signal
to unroot so starts unrooting. The bottom east detector finishes unrooting. (e) The bottom west detector finishes unrooting.
(f) merging whole completes.

Accepted in Quantum 2026-03-14, click title to verify. Published under CC-BY 4.0. 17



ward roots, one edge per timestep (Lines 13 to 15).
Eventually, each root will know using Lemma 1
whether its cluster is active (Line 9). At the same
time, this activity knowledge propagates in the op-
posite direction from root to the rest of the cluster
(Line 12). After this process, a node is in an active
cluster iff it is active.

Algorithm 9 Subroutines for Algorithm 8.
procedure Grow(v)

2: for each edge e incident to v do
e.growth← min{1, e.growth + 1

2}
4: flip v.whole

6: procedure Syncing(v)
x := (v is a detector) and v.defect

8: if v.pointer = C then ▷ v is a root.
v.active← x

10: else
u := node toward v.pointer

12: v.active← u.active
if x then

14: v.busy← true
flip uv.correction to push defect to u

16: if v.active changed then
v.busy← true

18:
procedure FloodingWhole(v)

20: if v.CID = reset then ▷ Finish unrooting v.
v.busy← true

22: v.CID← v.ID
v.unrooted← true

24: else
for all u : uv ∈ EW ∧ uv.growth = 1 do

26: if u.CID = reset then
if not v.unrooted then

28: ▷ Start unrooting v. ◁
v.busy← true

30: v.CID← reset
v.pointer← C

32: break
else

34: Compare(u, v)
if u.grown and not v.grown then

36: v.busy← true
v.grown← true

38:
procedure FloodingHalf(v)

40: for all u : uv ∈ EW ∧ uv.growth = 1 do
Compare(u, v)

42:
procedure Compare(u, v)

44: if u.CID < v.CID then
v.busy← true

46: v.pointer← toward u
v.CID← u.CID

Note that swapping the order of the two subrou-
tines in MergingHalf would speed up the stage,

as pointers would be updated before being used to
push defects and backpropagate activity. However,
the practicality of this depends on the hardware so
in this paper we assume the worse case and perform
Syncing using pointers from the previous timestep.

D.4 Processes Unique to merging whole

This subsection will refer to both Algorithms 8 and 9.

D.4.1 Tracking Which Clusters Have Grown

The variable grown floods in the same fashion as
cid but with no connection to pointer (Algorithm 9
Lines 35 to 37). This ensures all nodes in a given
cluster will have the same boolean for grown. The
memory of whether a cluster has grown resets after
each decoding cycle (Algorithm 8 Line 2).

D.4.2 Unrooting

Unrooting is a process unique to Snowflake and is
needed when a downward pointer is dropped to the
bottom sheet of W (can happen while a cluster falls
out of view). This breaks the pointer tree struc-
ture established in the previous decoding cycle, as ∃
nonempty S ⊂ VW from which following the pointers
will lead past the bottom of W . To fix it, each node in
S resets its CID and pointer so that the structure can
be rebuilt from scratch, via further merging whole
timesteps. Figure 16 shows an example.

The breaking point is found immediately after drop
(Algorithm 8 Line 17) whence the signal to unroot,
CID = reset, propagates during merging whole as a
flood through the cluster; each node unroots itself as
soon as it receives this signal (Algorithm 9 Lines 25
to 32). It takes 2 timesteps for a node to unroot, af-
ter which it cannot unroot again in the same decoding
cycle (Algorithm 9 Line 27). This ensures the flood
does not backpropagate. The memory of whether a
node has unrooted resets after this stage finishes (Al-
gorithm 8 Line 22).

The higher up a node is in W , the lower its ID;
this is for two reasons. First, it makes unrooting less
likely as pointer paths tend to lead upward rather
than downward. Second, it ensures defects in active
clusters are pushed to a highest point so they can
annihilate with defects in newer, smaller clusters as
early as possible.

D.5 After Data Qubit Measurement
As Section 5.3 describes, data qubit measurement
(e.g. at the end of a memory experiment) means there
will be a final sheet of syndrome data. In the worst
case, Snowflake needs b + 1 decoding cycles between
receiving this final sheet and committing its final ten-
tative correction, but on average, most of these grow-
ing and merging stages are unnecessary (when there

Accepted in Quantum 2026-03-14, click title to verify. Published under CC-BY 4.0. 18



are no more defects in the decoding window). To
minimise latency, the distributed implementation by-
passes these unnecessary stages by, upon receiving the
final sheet of syndrome data, modifying Algorithm 6
as follows: the controller additionally checks after
each decoding cycle for any defects in the decoding
window; if there are none, the controller repeatedly
sets the stage of all nodes to drop so that only drop
stages are performed.

E When a Cluster Touches Both
Boundaries

Figure 17: A cluster that touches both west and east bound-
aries. If it contains an odd number of defects, the correction
must contain a path that connects to one of them.

In either UF or Snowflake, whenever a cluster has
grown large enough to touch both the west and east
boundaries, there is an arbitrary choice of which
boundary to push defects to, as Fig. 17 illustrates.
Whether the decoder chooses the same boundary or a
random boundary every time may impact the overall
logical error rate. Snowflake always chooses the west
boundary, whereas our implementation of FM(UF)
may not necessarily. To see if this explains the ac-
curacy discrepancy between FM(UF) and Snowflake,
we reran emulation with a version of FM(UF) that al-
ways chooses the west boundary. As Fig. 18 shows, we
observed a slight decrease in logical error rate but it
was not enough to explain the accuracy discrepancy.
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Figure 18: A zoomed-in view of Fig. 1. The additional de-
coder, west-inclined FM(UF), is the same as FM(UF) but
whenever a cluster touches both boundaries, it always pushes
defects within that cluster to the west boundary, mimicking
the behaviour of Snowflake.
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